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I examine talking and listening during bubble events. In a structural model, I
show that bubbles can form where agents make optimal choices to listen and talk
about narratives. Listening is a dynamic decision based on the future value of
changing one’s mind. I develop a framework to structurally analyze this model
using textual data from Social and Traditional Media. This allows me to show
(a) the model describes two real, Social Media era, bubbles well; (b) the novelty
of narratives plays an important role in price volatility; and (c) that bubbles can
form faster with Social Media. The latter occurs because Social Media, in con-
trast to Traditional Media, leads more narratives to receive substantial coverage.
The framework may be useful for modelling other economic variables impacted
by social interactions e.g. the emergence of political, social and environmental
innovations.
JEL: E71 - Role and Effects of Psychological, Emotional, Social, and Cognitive
Factors on the Macro Economy; G41 - Role and Effects of Psychological, Emo-
tional, Social, and Cognitive Factors on Decision Making in Financial Markets;
G12 - Asset Pricing.

I. INTRODUCTION

Discussion of the impacts of Social Media have proliferated recently. These discussions
naturally compare using Social Media to talk and listen online with the historic dissem-
ination of information through “Traditional Media” such as newspaper articles. These
debates also often refer to “speed” and Social Media’s role in promoting it (for exam-
ple, numerous statements and materials from the March 2021 Congressional Hearing on
Social Media refer to speed: “Your platforms [...] driving this movement forward with terri-
fying speed and efficiency”). Simultaneously attention to “bubble” assets, industries and
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phenomena has soared. In 2017, the price of Bitcoin doubled over just 18 days before
halving in the following 45 days, and in 2021 Gamestop shares soared to over 8 times
their original value in the space of two weeks. The connection between these two has
been hypothesized. For example the classic text Kindleberger (1978) referring to historic
bubbles notes “Speculation generally was helped by the press. Some members of the press were
for sale, some were critical, and some were both.”. However this connection would benefit
from a thorough analysis.

At the same time, Social Media has led to the availability of enormous amounts of tex-
tual information. Text analysis methodologies have developed in recent decades allowing
the analysis of Social Media data and its comparison with Traditional News data. How-
ever the use of these methodologies has tended to focus on measurement and empirical
analysis (e.g. studies cited in Ash and Hansen (2023)), rather than as a source of infor-
mation for structural modelling. Such modelling is valuable for bubbles which are in-
frequent, but important, phenomena that yield only small datasets (particularly for bub-
bles that exist during the Social Media era). Structural models can address the above-
mentioned questions being asked in public discourse such as does Social Media increase
the speed of bubbles, or lead them to occur more frequently? Similarly how does lan-
guage and its usage contribute to bubbles?

To attempt to answer these questions, and to demonstrate how to bridge this gap of
structural analyses using text data, this paper proposes and quantitatively analyses a
model of bubbles involving linguistic narratives, talking and listening. The model fo-
cuses on a simple characterization of talking and listening along with a single behavioral
assumption – that part of the value of listening to others is to embrace the possibility of
changing your mind. The model has talkers and listeners, each choosing how much to
invest in a risky asset. Listeners also choose how much to listen by looking forward and
thinking about which narratives might benefit them in the future. Listening more to a
narrative might make the listener a talker for that narrative, changing their mind, which
may be beneficial to them even if it is inconsistent with their earlier position. In this way,
in addition to “agreeing to disagree” with other agents, listeners may “agree to disagree”
with future versions of themselves. Talkers enjoy talking but in doing so spread their
narrative to others. In aggregate, since talkers for different narratives also have different
beliefs about the asset’s value, the asset’s price can fluctuate depending on the narrative
environment. I describe evidence supporting these modelling choices from the theoretical
and empirical literature.

I quantitatively analyse this model using data from Twitter and Traditional Media. I
develop two approaches to identify key narratives to be included in the model. I measure
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the narratives’ important linguistic attributes to parameterize the model. One attribute,
disagreement, has an uncontroversial role in bubbles (Simsek (2021)). A second attribute,
which I call “novelty”, has a less understood role. It is intuitive that introducing novel
information can spark paradigm shifts and associated asset price volatility such as bub-
bles e.g. the introduction of “blockchain” or “artificial intelligence” as new concepts that
people discuss. Relatedly, Vosoughi, Roy and Aral (2018) find that false news spreads faster
than true news, and identify false news’ novelty as a likely explanation. I describe evi-
dence from the literature on novelty and justify its inclusion. I also verify my modelling
approach by conducting a test used in the literature, showing that a textual measure of the
emotion “surprise” is elevated during the emergence of narratives I measure as novel. I
use text analysis methodologies well-cited in the peer-reviewed literature to focus on the
development of a structural framework. Finally, I demonstrate how the model can be
solved and calibrated to ask useful counterfactual questions and generate insight. Ana-
lyzing a structural model with textual data is part of the paper’s contribution.

This framework allows me first to demonstrate that in an environment with narratives,
simple talking and listening decisions, and minds changing, bubbles do indeed develop.
I develop a series of simple propositions that demonstrate this . I also use a counterfactual
exercise to show that a “narrative space” with more novel narratives features more price
volatility, where novelty is defined as narratives that can outcompete other narratives.
This is intuitive as new information tends to displace older information (“old-news”). In-
deed, a finding from the model is that similarity, and thus complementarity, to existing
narratives can reduce volatility and make crashes less likely. In a second exercise, I show
that empirically a model of this sort replicates two real-world bubbles well: the Bitcoin
bubble of 2017/18 and the Gamestop bubble of 2020/21. This demonstrates that a model
with talking and listening decisions calibrated to real talking and listening data on Social
Media can explain real, observed, market volatility and bubbles. Textually, my narra-
tive identification approach yields plausible, though not necessarily obvious, narratives
contributing to the understanding of these events.

A second contribution is to examine the mechanisms through which this happens. First,
I examine the optimal listen decision in the model, which changes with the expected fu-
ture value of being convinced by a narrative. If I anticipate a narrative could benefit me
in the future, by for example yielding a profitable investment or adding utility as I can
talk to others about it, then I will listen more to that narrative. This depends on whether
I expect the narrative to take off or not (i.e. on the model’s expected future state). I show
that higher listening to overvaluation narratives can boost the bubbly asset’s price, while
higher listening to crash narratives can lead to larger, or larger chances of, crashes. Sec-
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ond, I document an empirical regularity during bubbles – the elevation of “talk volume”,
which demonstrates that bubbles do not happen without talking. The literature has doc-
umented that trade volume is elevated during bubble episodes (Scheinkman and Xiong
(2003)). To this I add that talk volume is elevated during bubble episodes – individuals
frenetically switch between discussing different narratives, as well as frenetically switch-
ing between different trading positons, as with high trade volume. I further demonstrate
that my model can emulate these two empirical findings, not true in the prior bubble lit-
erature. However there are some exceptions, for example Barberis et al. (2018) do model
trade volume, and include a concept of “wavering” which inspired my talk volume.

I then turn to a quantitative analysis of Social Media in the model. I define Social Media
in the variables and parameters of the model (Social Media can be summarized as changes
to content and audience size) and show how these evolve in a counterfactual where I as-
sume agents only have access to Traditional Media. I find that Social Media leads to more
narratives during bubbles. This is true in the data (where my approach shows more nar-
ratives in Social Media data) and in the counterfactual model which, when calibrated for
Traditional Media only, has only one narrative taking off. I conduct additional textual
analyses of the underlying Twitter data to corroborate this finding using an exercise sim-
ilar to Nimark and Pitschner (2019). Those authors focus only on Traditional Media and
show that newspaper coverage tends to homogenize during major events (such as the
financial crisis or Afghanistan War, or as I interpret, a bubble event). I add to this that
the opposite occurs with Social Media. Coverage does not homogenize – several narra-
tives remain widely discussed – leading to different price volatility and bubble outcomes.
Therefore Social Media is associated with a narrative environment that favors volatility
and therefore bubbles.

Finally, I use the model to address questions commonly posed in public discourse about
Social Media’s role in the speed, magnitude and likelihood of bubbles forming. The
main no Social Media counterfactual does indeed peak later and does not feature a crash,
though it does not demonstrate much additional amplification. This matters because,
although public and media discussions of bubbles often focus on their size and speed,
the research literature to date has tended to focus on mechanisms rather than these out-
comes. To further verify my findings, I run a range of alternative model simulations
comparing Social and Traditional Media with different parameterizations simulating if
the Bitcoin bubble occurred in markets with different characteristics. I find that the speed
and crash occurrence conclusions remain the same. Without Social Media the 2017/18 Bit-
coin bubble peaks at minimum 37 days later or up to as much as 192 days later in another
simulation. None of the no-Social-Media simulations feature a crash. I also find some
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variable results on amplification – on average without Social media the bubble peak was
23% lower. Thus depending on market conditions Social Media can lead to amplification.

This paper merges several strands of literature. Shiller (2019) has suggested using in-
fection/contagion dynamics to model narratives. I take up this suggestion and discuss
other approaches that have been proposed to model narratives. The bubble literature is
large and rich, but this paper is most related to the more recent literature on agents with
non-rational expectations (Barberis et al. (2018), Da, Huang and Jin (2021)) or heterogeneous
beliefs (see Simsek (2021) for an excellent review). These models feature an “agreement
to disagree” among agents which fuels bubbles. My model deviates, among other things,
by adding “agreeing to disagree” with future versions of oneself. This is a behavioral
assumption from the literature on motivated reasoning that I discuss briefly in the pa-
per (Epley and Gilovich (2016), Pouget, Sauvagnat and Villeneuve (2017)). Some papers also
address bubbles more empirically as in this paper (Pastor and Veronesi (2006), Greenwood,
Shleifer and You (2019)).

As mentioned, I contribute to the growing literature on text analysis in Economics and
Finance. This paper is most similar to papers that combine several text analysis method-
ologies (e.g. Hanley and Hoberg (2019), Gennaro and Ash (2022), Chen, Wu and Yang (2019)).
Other text analysis papers that use similar methods are Hansen, McMahon and Prat (2018),
Cagé, Hervé and Viaud (2020) (see Gentzkow, Kelly and Taddy (2019) and Ash and Hansen
(2023) for excellent methodology reviews). Overall I focus on well peer-reviewed meth-
ods, rather than some newer, cutting-edge, techniques, so as not to distract from the struc-
tural framework that is my main methodological contribution. This framework could be
useful in modelling other Economic variables that depend on word of mouth, social in-
teractions or short term beliefs, especially related to new innovations about which agents
do not have strongly fixed views. I also add to an exciting literature in Social Finance
(summarized expertly by Hirshleifer and Teoh (2009)). This literature addresses Social
and Traditional Media, as well as the role of social interactions in general, on financial
markets, economic agents and corporations (Cookson, Engelberg and Mullins (2023), Hirsh-
leifer and Sheng (2022), Bybee, Kelly and Su (2022); Bayer, Mangum and Roberts (2021) do not
examine Media but do look at bubbles; Bikhchandani, Hirshleifer and Welch (1992) were an
early contribution). As an example, Cookson, Niessner and Schiller (2023) show that Social
Media sentiment is predictive of merger withdrawal and show evidence this is because
managers learn from the Social Media reaction to the merger announcement. I add to this
literature by examining Social Media in “bubbly” financial markets.

In Section II I present the model. In Section III I briefly present evidence justifying key
model choices. In Section IV I demonstrate how the model can be analyzed using textual
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data to emulate the media and asset market environment. Section V demonstrates that the
model of talking and listening does lead to bubbles forming, that the model can simulate
two real bubbles and explore the mechanisms that generate bubbles. Section VI analyzes
the role of Social Media in bubble events. Finally, Section VII concludes.

II. A MODEL OF TALKING AND LISTENING DURING BUBBLE EVENTS

General setup: I consider a risky asset with fundamental value τ , which is unknown,
and fixed supply (ω). In addition there are M narratives, “ideas” or “sub-ideas” about
the asset, indexed by i, each with their own beliefs about the asset’s value (θPi ), their own
spreadability (βi) and their own forgetability (P F

i ). There are two types of agent in this
market, listeners and talkers. At time t, the proportion of listeners is L̂, and talkers for
each narrative “infection” are proportion Ii, such that the total population is normalized
to 1.

Listeners “change their mind” through listening. Listeners choose how much to invest
in the asset (xlt) and how much to listen to each narrative (li,t). Listeners’ information
amounts to a private signal drawn from a distribution around the asset’s fundamental
value (θ ∼ F (τ)). This information is believed to be the true probability of a high price
realization for the asset price next period (pt+1) such that:

ELt pt+1 = θpH + (1− θ)pL(1)

At each time t, listeners maximize a constant absolute risk aversion (CARA) utility func-
tion over next period’s wealth and also get some additively separable utility from listen-
ing. Listeners also plan forward to wealth in future periods based on their listen decision.
Listening may “change their mind” or their beliefs and convert them to a talker for narra-
tive i with probability P I

i , itself a function of li,t. This changes their beliefs and therefore
their payoffs. Finally listeners face a time constraint for each listen decision based on a
fixed availability of time (li,t ≤ L). The value function for this dynamic choice is shown
in appendix A.A2. Aggregate listening is Li,t stacked into

˜
Lt.

Talkers talk and may forget the narrative. Each period, cognitive resources are scarce so
talkers are infected by one narrative i only. They cannot be infected by two narratives
simultaneously. They choose how much to invest in the asset (xit) and how much to talk
(tit). Talkers’ of type i bayesian update their beliefs based on the public signal conveyed
by the narrative i (see Appendix A.A1 for details). Their perceived probability of the high
price realization becomes θ̂i = θθPi , where θPi is a feature of narrative i. Finally, talkers
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may forget narrative i with a fixed probability (P F
i ), at which point the narrative’s public

signal is forgotten and their beliefs return to their private signal – they become listeners
again. Aggregate talking is Ti,t stacked into

˜
Tt.

As for listeners, talkers maximize CARA utility over next period’s wealth and have an
additively separable boost to utility from talking – talkers enjoy talking. Talkers also face
a time constraint limiting how much they are individually able to talk. Talkers of type i
thus face the following static problem (where W i

t is just wealth accumulated up to point
t):

max{xit,tit}Et[U(W i
t + xit(pt+1 − pt))] +H(tit), ∀t ∈ {1, .., T}(2)

In this model then, agents are exerting daily rational choices over whether to change
their minds through listening. In this way agents are optimally selecting what beliefs
they will hold in future periods, whilst acknowledging that they may “agree to disagree”
with a future version of themselves in doing so. A range of evidence has shown that
agents reason in such a motivated way, choosing reason so as to accord with existing
beliefs, rather than choosing beliefs based on reason (e.g. Epley and Gilovich (2016), Pouget,
Sauvagnat and Villeneuve (2017)). This implies that changing one’s mind is cognitively
costly in some way, since retaining one’s existing beliefs is the default (Kirkeboen, Vasaasen
and Halvor Teigen (2013), Milkman, Chugh and Bazerman (2009)). Given such behavior, as in
this model, agents require social or economic incentives to make a choice to change their
mind, as well as the random chance for these incentives to materialize (Pons (2018), Dolan
et al. (2012)).

What kind of infection can you catch from listening? Narratives have a language structure
which will be used to tie them to data and recover their attributes. A narrative features a
language Li = (wi,1, wi,2, ..., wi,Ni

) where each wi,n ∈ W is a w-dimensional vector, repre-
senting a single word (e.g. “blockchain”) in the language vector spaceW . Li is therefore
a set of Ni words associated with and used to discuss narrative i, where Ni can differ by
narrative.

Narratives form a “narrative space” (S), the collection of M narratives such that S =

(1, ..M). The linguistic distance between two narratives is measurable as the “World-
Mover (WM) Distance” i.e. the distance required to overlay the vocabulary of narrative i
(Li) onto that of narrative j (Lj; see Section IV for more details). The distances between
narratives can therefore be represented by the “Narrative Substitution” Matrix:1

1Matrix A will be a symmetric, square matrix, since there is no order dependence in measuring narrative distances. Diagonal
elements will be 1 denoting that a narrative is located on top of itself. If A = I, the identity matrix, then all ideas or narratives are



8 TALKING AND BUBBLES MARCH 2024

DEFINITION II.1 (Narrative Substitution Matrix): A =


1 a1,2 . . . a1,M

a2,1 1 . . . a2,M
...

... . . . ...
aM,1 aM,2 . . . 1


Each ai,j is the WM distance between the vocabulary of i, Li, and the vocabulary of j,
Lj , such that ai,j = 1 implies i and j are perfect language complements (i.e. i is identi-
cal to j) and ai,j = 0 implies they are perfect language substitutes (j is perfectly novel
compared to i; see section V.B for more details). “Similar” narratives will boost each oth-
ers’ spread, while narratives “novel” relative to each other will compete for spread. This
occurs through the Adjusted Infection Vector.

DEFINITION II.2 (Adjusted Infection Vector): A
˜
I = A


I1

I2
...
IM


Narrative attributes and choices affect the probability a listener is infected by narrative i.

These probabilities, stacked as a vector function, are a function of narratives’ spreadabil-
ity (

˜
β), interactions among talkers and listeners (vector

˜
T

˜
L′) and the adjusted narrative

infection vector (A
˜
I). Note there is an aggregate version of this probability with

˜
Lt for

aggregate spread, and a version for the listeners’ individual optimization problem with
li,t (for simplicity I will often use P I

i (li,t) =
˜
P I(

˜
T (L1, ..li, ..LM), A

˜
I)i ; the ith row).

P I(
˜
T

˜
L′, A

˜
I) =

˜
β′

˜
T

˜
L′A

˜
I(3)

Optimal decisions and equilibrium. All decisions are static and have simple solutions ex-
cept the listen decision. Listening is determined through solving value functions. Invest-
ment decisions have simple interior solutions governed by risk aversion. Talkers talk up
to their time constraint. This yields the following simple optimal decision equations:

xL∗t =
ELt (pt+1 − pt)

γσ2
, xi∗t =

Ei
t(pt+1 − pt)
γσ2

, ∀i ∈ S(4)

perfect substitutes i.e. narratives crowd each other out one-for-one.
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ti∗t = T̂, ∀i ∈ S(5)

In equilibrium, the asset market clears and individual listening is equal to aggregate.
The resulting equilibrium price equation is a weighted average of the price expectations
or beliefs that exist in the market.

˜
Lt = l(

˜
It,

˜
Lt)(6)

pt = [
M∑
i=0

Ei
t(pt+1)Ii,t + EL

t (pt+1)(1−
M∑
i=1

Ii,t)]− ωγσ2(7)

Each narrative updates each period based on agents becoming infected by it and for-
getting it according to state update equations. Individuals interact through talking and
listening contributing to the contagion. Proportion P I

i of listeners are infected by narra-
tive i (note this is the aggregate probability with aggregate listening Li,t). Proportion P F

i

of talkers of type i forget the narrative each period. Error terms are added as shocks for
the later calibration exercise. Since agents can only be infected by one narrative at a time,
these equations cause competition to occur among narratives in equilibrium. Competi-
tion is more fierce the more novel narratives are relative to each other.

L̂t+1 = L̂t − L̂t ∗
˜
P I(

˜
Tt

˜
L′t, A

˜
It) ∗ 1M +

˜
P F ′ ∗

˜
It + εLt(8)

˜
It+1 =

˜
It + P I(

˜
Tt

˜
L′t, A

˜
It) ∗ L̂t −

˜
P F It +

˜
εIt(9)

Where all vectors have the obvious stacking and
˜

P F It is the vector with elements P F
i Ii,t.

III. EVIDENCE ON CHANGING ONE’S MIND AND NARRATIVES

For the interested reader and to justify the main modelling choices, in this section I
describe evidence related to the concepts used in this paper: how beliefs change; how
narratives are defined and the role of novelty. These assumptions are taken as given,
since the purpose of this paper is to examine the consequences of these assumptions for
media trends, asset prices in individual asset markets and the relationship between the
two. These assumptions also allow me to connect asset market data and language data
from different media, to analyze the relationship between the two empirically.



10 TALKING AND BUBBLES MARCH 2024

A. Changing one’s mind through talking and listening

The model’s key behavioral assumption is that individuals exercise choice (the choice
to “listen”) over changing their beliefs. Alternatives include (a) beliefs are taken as given
(individuals are born with specific dispositions; this assumption is used in the heteroge-
nous beliefs literature e.g. Simsek (2021), Caballero and Simsek (2020)), or (b) individuals
receive exogenous new information that leads them to update their beliefs. These are
useful assumptions in the literature, but neither generate other features I use here such
as the wavering that creates high trade volume, or the time-varying beliefs that can be
measured in text data.

My assumption is consistent with evidence from the Behavioral Economics literature of
how individuals shape their beliefs (particularly for events like emerging bubbles which
often feature agents with less direct expertise (Bayer, Mangum and Roberts (2021))). In this
literature, motivated reasoning is well-established, where individuals choose selectively
which information they pay attention to and disregard that which disagrees with their
own beliefs (see e.g. Epley and Gilovich (2016), Pouget, Sauvagnat and Villeneuve (2017)).
This paper adds that individuals shape their beliefs through choosing to listen more to
positions that might be profitable or of value to them in the future (also well-documented
in the literature; see e.g. Kirkeboen, Vasaasen and Halvor Teigen (2013), Levy (2021), Milkman,
Chugh and Bazerman (2009)). Similarly, a contribution of this paper is to show that this be-
havioral assumption can generate bubble dynamics even in the absence of the additional
assumptions and structure on narratives and language discussed below.

Talking as a decision has received some attention though its motivations have not been
extensively studied. I model talking as an action that simply generates utility, while lead-
ing to an externality (e.g. Hansen, McMahon and Prat (2018) assess FOMC “talking” as a
decision having external consequences). The externality here is that talking may, either
through providing concrete information, opinions or otherwise, convince others to a spe-
cific belief position.2 I do not model talking as a strategic decision as in the game theory
literature (e.g. Farrell and Rabin (1996)). In my setting, bubble market participants are
small players and so cannot talk strategically.3

2The model is agnostic about whether these positions capture factual or false information spreading through talking. Both have
been observed on Social Media, see Vosoughi, Roy and Aral (2018).

3This paper does not study mechanisms for why bubbles start, in which these strategic motivations might be more important, see
Cai et al. (2022).
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B. Narratives

This paper assumes that narratives consist of a set of words occupying a measurable
position in a language space, as described in section II. This position is all that is required
for the narratives to have a rich set of measurable linguistic attributes, since closeness to
any concept definable by words can then be measured (with appropriate testing). These
word sets are identified as narratives since: (a) they frequently co-occur together in topics
people discuss in Social Media data, and (b) they have similar semantic definitions (in
the sense that they may appear close together in a thesaurus compiled using machine
learning techniques).4

This approach follows the nascent literature5 which observes that narratives can be
modelled as contagions (Shiller (2019)) and has the advantage that it can be integrated
easily with existing computational linguistics methods (see e.g. Gentzkow, Kelly and Taddy
(2019), Hanley and Hoberg (2019), Hansen, McMahon and Prat (2018)). Some recent authors
adopt more structure in defining narratives (Eliaz and Spiegler (2020) define them as cause
and effect stories which can be represented with Directed Acyclic Graphs (DAGs), so-
called “causal narratives”; narratives in the sense of Schwartzstein and Sunderam (2021)
are models, that are proposed to agents who use them to understand the data they see).
However, these approaches have the drawback that they are not data-ready and, by tak-
ing a narrow stance on the definition of narratives, they may miss narratives that are
important to the object of analysis here. Hence I adopt the wider definition used in this
paper. Nevertheless much work on narratives remains for future research.

C. Agreeing to disagree and novelty

The model focuses on two features of language, relevant to asset price behavior: agree-
ing to disagree and novelty. Agreeing to disagree is a common assumption in the het-
erogenous beliefs literature and its importance for bubbles has been well established (Sim-
sek (2021)).

A key linguistic feature of the model in this paper is that novel language clusters, what I
call a novel narrative, crowd out other narratives in the competition for individuals’ atten-
tion. That narratives compete is directly from the narratives literature (Eliaz and Spiegler
(2020)). I add that novelty mediates this competition – similar narratives are more likely
to be subsumed by each other and coexist, while novel narratives are more distinct and

4I also experiment with a definition of narratives identified more subjectively by a user who uses these methods along with their
own judgement to determine if a concept subjectively constitutes a narrative, a complementary methodology used in some parts of
the literature e.g. Hanley and Hoberg (2019).

5This literature is relatively new, and really began with Shiller (2019), although it also has origins in the sentiment literature in
Finance (see Zhou (2018)).
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can thus either outcompete or disappear in competition, but are less able to coexist. An es-
tablished literature in Psychology and Behavioral Economics reinforces that in individual
attention and memory recollection, similarity (and thus too its opposite: novelty) plays an
important role (Nosofsky (1992), Tversky (1977); on attention: Bordalo, Gennaioli and Shleifer
(2020), Schwartzstein (2014); similarly the literature on supernomal/novel stimuli: Barrett
(2020) Morris et al. (2013)). Vosoughi, Roy and Aral (2018) find that novelty likely plays an
important role in the spread of false news, relative to truthful news. It is also intuitive
that novelty is important for bubbles. Historically bubbles have often started from the
arrival of new information that causes people to change their views and indeed bubbles
often represent a “paradigm shift” (Barberis et al. (2018), Kindleberger (1978)). Part of this
paper’s contribution is to show that novelty, as defined above, is important for bubble
formation.

In terms of text analysis, this paper defines novelty as a narrative attribute that is a
continuous measure of its semantic distance from existing narratives. Novel information,
by definition, is information that agents are not used to hearing or is different in meaning
from existing information. At a textual level, this means a set of vocabulary and words
that are closely associated to each other, but not to existing word and language clusters
that exist in common parlance. For example, usage of the word “blockchain” and other
associated words/phrases such as “digital-ledger” were practically non-existent prior to
emergence of the technology in 2008. Later in the paper I present further text evidence
based on Vosoughi, Roy and Aral (2018) that my definition is consistent with other novelty
measures. This fits into a growing literature using text analysis methodologies to measure
semantic relatedness for empirical applications (Mikolov et al. (2013), Hanley and Hoberg
(2019), Gennaro and Ash (2022)).

IV. MAPPING A THEORETICAL BUBBLE MODEL TO TEXTUAL DATA

This section explains how the model presented in this paper can simulate financial bub-
bles using text data. The text analysis literature has developed a range of techniques that
can be used for empirical analysis, but has not yet (at least to the knowledge of this au-
thor) been utilized in a structural model analysis. This structural analysis and framework
will be utilized later in the paper to replicate two real-world bubbles (Section V.B) as well
as to create a no-Social Media counterfactural to study Social Media and bubbles (Section
VI.B).

To implement the model using textual data requires the below steps that I address in
turn in this section. All other details are addressed in the Appendix. The approach uses
two computational linguistics methodologies which are described briefly in Appendix



13 TALKING AND BUBBLES MARCH 2024

C, but more detail can be found in e.g. Gentzkow, Kelly and Taddy (2019) and both have
been used in the peer-reviewed literature. Latent Dirichlet Allocation (LDA) is akin to
factor analysis in time series and identifies key text “factors”, topics or patterns in the text
corpus. Word embeddings, or “Word2Vec”, are neural network trained vector spaces for
language, with a geometric position for all words, and can be used to measure distances
between words or collections of words. For the empirical analysis contained in this paper
I restrict attention to 3 narratives for tractability, but more could be admitted if desirable
to the researcher.

1) Identifying the narratives from Textual data;

2) Measuring disagreement and novelty for each narrative;

3) Measuring talking, listening and the number of talkers over time for each narrative.

4) Measuring narratives spreadability and forgetability.

A. Data

For the purposes of this paper, I use two main types of text data, Social Media data and
Traditional News data, though in practice any large text corpora suspected to contain
narratives could be used in this analysis. I also use general financial data from typical
sources. I summarize the data here but more detail is provided in Appendix B.

Social Media data (Twitter) I web-scrape Tweets from the Twitter website for peri-
ods associated with the following bubble events: Bitcoin (Jan, 2017 to Apr, 2018) and
Gamestop (Aug, 2020 to Apr, 2021). For each, tweets are included if they contain the rele-
vant search words (e.g. for Bitcoin the search word “bitcoin” is used, not case-sensitive).
Additional exercises testing the use of other associated search terms do not lead to size-
able increases in data size. This process provides the text information of the actual Tweet
posted, along with a range of metadata for each Tweet including user, retweets, favorites,
date/time among other variables. I conduct a range of standard cleaning adjustments to
the text data as described in papers such as Hansen, McMahon and Prat (2018).

Traditional news data (range of media outlets) for Bitcoin (Jan, 2017 to Apr, 2018). I
also obtain traditional news data for 2016-2020 (covering the Bitcoin bubble) from “Com-
ponents”, an online machine-learning data provider. I queried the data producer, as well
as internally validating the data with comparisons to news websites online, to assure
data-validity. The data comes with the article text, headline, author name (available in
most cases), publication, date among other variables. The Gamestop bubble for the pe-
riod 2020-2021 is not covered, therefore my counterfactual results are limited to the Bit-
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coin bubble. I restrict my dataset to newspaper articles that include the search terms as
with the Twitter data.

Figure 1 shows the number of tweets per day for each bubble as well as the number
of news articles for Bitcoin. Both Tweets and news articles spike during the bubble peak
phase before falling off after; however Tweets appear to exhibit more persistence (based
on the evidence from Bitcoin). Table 1 shows general text and user characteristics of each
dataset. The table shows that the average daily production of tweets is far larger than
news articles, however each Tweet is far smaller. Although the Bitcoin episode has a
higher daily average number of tweets, Gamestop has an almost double one-day maxi-
mum.

Figure 1. : Text observations over time

Notes: For Bitcoin day 1 is 1st January 2017. Bitcoin news counts are MA smoothed since there are many days on which there are 0
such articles, tends to be more volatile than tweets. For Gamestop day 1 is 1st August 2020. Gamestop happens much quicker, hence
the smaller number of days.

B. Recovering narratives from Twitter data

I use two approaches to recover narratives and their vocabularies (V ocabi) from the
data. The text analysis literature often uses several methods to ensure robustness (Hanley
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Table 1—: Document and user characteristics

Bitcoin
2017/18
(Social Media)

Bitcoin
2017/18
(Trad. News)

Gamestop
2020/21
(Social Media)

Panel A: Document characteristics

Words per doc (avg)* 4.32 234.08 5.39
Word length (avg)* 9.10 8.64 7.55
Total documents 1,781,245 11,333 158,780
Docs per day (avg) 3,673 23 582
Docs per day (max) 16,535 88 30,264
Retweets per tweet (avg) 8.17 N/A 18.35

Panel B: User characteristics

Users per day (avg) 2145.05 11.92 465.66
Users (>1000 followers) per day (avg) Unavail. N/A 295.64
Daily docs per user (avg) 1.81 1.94 1.26
Total docs per user (avg) 6.64 3.47 1.83
Total docs per user | >10 docs (avg) 68.08 34.78 31.24

Notes: table reports summary stats by dataset. *Stopwords are not included when calculating these values.

and Hoberg (2019)). I therefore use two approaches in this paper: (1) the “user-defined”
or “user” approach is more subjective involving more researcher choice. (2) the “LDA-
approach” is fully automated.6 A drawback of the LDA approach is that its results are less
interpretable, although they are more representative of the key patterns in the text data.
The user approach creates narratives with a clearer interpretive definition, however it is
more subjective and likely less representative of the true factor structure of the data. I use
both methods and compare results to reinforce the paper’s main conclusions. However
I will often cite the user-approach as the “main” results, confining the LDA-approach to
appendices (unless otherwise stated, conclusions will hold for both approaches).

Table 2 describes how the two approaches construct narratives. Both feature a first step
that identifies frequently discussed “topics” from the text corpus: the User approach uses
the most frequently used words matched with researcher judgement; the LDA approach
uses the LDA textual algorithm (see Appendix C) to form topics that measure key verbal
patterns in the data. Narratives are by definition stories that many people talk about.
Therefore it is essential in their identification to use a dataset featuring a large number of

6Called the “LDA” approach since it makes use of the text analysis method Latent Dirichlet Analysis to identify textual patterns in
the data.
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Table 2—: Finding narratives: 2 approaches

User approach LDA approach
# Step Example # Step Example

1 Examine 30 most used words in
corpus. Separate into groupings
with clear economic interpreta-
tions.

1 Run LDA with topic number M
on text corpus. Standard hyperpa-
rameter testing. Take the top ten
words for each topic.

2 Supplement groupings with ad-
ditional words from the list of
30-100 most used words in the
dataset if intuitive.

2 Find lead word for each topic by
measuring WMD* for each word
with other ten words. Lead word
is the word with smallest distance
to the other words (ie. semanti-
cally most represents the topic).

3 If more than M groupings remain,
reduce to M by highest total word
frequency in corpus.

- 3 For each topic, remove words that
are semantically “far” (beyond a
pre-designated WMD threshold)
from the lead word. Remain-
ing words are narrative’s “lead
words”.

4 Supplement lead words with 100
closest synonyms from word em-
bedding, called “supplemental
words”.

4 Add supplemental words using
the word embedding as in the
user-approach.

-

interactions among individuals or information that a lot of agents see. Social Media, as
used in this paper, is likely a good source for this purpose. The LDA approach (steps 2 and
3) uses a process to ensure semantic consistency within the narrative, which imposes on
the definition that narratives contain only semantically similar words. This step makes
final narratives more semantically cohesive, and is central to moving from ‘topics’, as
defined by LDA, and narratives as defined in section A.A4. Finally, both approaches
(step 4) build out the narratives vocabulary using additional “supplemental words” from
the word embedding (as in Hanley and Hoberg (2019)). This is a crucial task in text analysis
measurement, since text concepts are usually sparsely-defined (many words mean one
concept, therefore many words are needed to detect that concept if one wishes to measure
whenever it is mentioned).

C. Measuring disagreement and novelty for each narrative

I measure disagreement parameters (θPi ) as the semantic distance from each narrative’s
vocabulary (V ocabi) to optimistic or pesimistic words. As mentioned, word embeddings
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ensure narratives, simply through having a vocabulary, have a rich range of linguistic
attributes by measuring their distance to other words representing those attributes. Op-
timisim is measured in this way on a scale where 1 would be the narrative’s vocabulary
is semantically equivalent to the vocabulary of 100 words most semantically close to the
word “buy”, 0 is semantic equivalence with the 100 words closest to “sell” and in be-
tween represents some distance on the projected line between the two. Buy and sell are
used for optimism and pessimism as they are more closely associated with the optimistic
(“buy”) or pessimistic (“sell”) action in the model. I test using other words like “op-
timism”/“pessimism” or “good”/“bad” which do not change results. Once these two
distances are found, I find the final score by projecting the distances onto the distance
between buy and sell in the vector space. These agreement scores (θPi ) are shown in Table
D1 under each narratives’ heading.

I measure (relative) novelty (aij) in a similar way, but this time measuring a narrative’s
semantic distance from other narratives. I measure the World Mover (WM; a standard
measure of distance in word embeddings) distance between all three narratives’ vocab-
ularies in the word embedding vector space. Semantically close narratives have a WM
distance of 0, and the more positive the WM distance the more semantically different or
‘novel” the narratives. To convert these scores to model units, I then assume the two ideas
furthest from each other are perfectly novel i.e. aij = 0 for narratives i, j that are furthest
from each other. I then scale all other narrative distances to this point to create a measure
from 0 to 1, 0 indicating two completely novel narratives relative to each other, 1 indicat-
ing two semantically identical narratives. As an example for narratives 1, 2 in equations
this is represented as: a12 = 1 − (d12/ min

∀i,j∈Z:1≤i,j≤3
(dij), where dij is the WM distance be-

tween ideas i and j. These novelty scores are shown in Table D1 under each narratives’
heading. For further validity, in Section V.D, I test this measure of novelty and its appli-
cation in the model further using an emotional lexicon approach as used in Vosoughi, Roy
and Aral (2018).

D. Measuring talking, listening and those infected by ideas

Talking and listening are measured for each narrative i. Users “talk” about a narrative
if they use the narrative’s language when they tweet. This makes that user a “talker”
allowing me to measure the number of talkers each day. Similarly users “listen” to a
narrative if they retweet a tweet that talks about that narrative. I also examine other
measures of listening in appendix D, such as favorites, and show them to be similar to
retweets.
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As an example, in Figure 2 I show the total daily number of talkers for each narrative
for the Bitcoin bubble using narratives from the User approach. In general, the figure
shows that each narrative experienced a peak at some point during the Bitcoin price peak.
However, these narratives spread at different rates and to different levels, and also some
were forgotten faster than others. Importantly, the “Crypto Tech” narrative retained many
talkers even after the price rise and crash, while the others receded. As I will describe,
this is because for the Bitcoin bubble the Crypto Tech narrative contains a more accurate
description of Bitcoin’s value and returned the price back down to fundamentals. Other
methodological details and Figures are shown in Appendix D.

Figure 2. : Number of talkers throughout Bitcoin bubble episode (User approach)

Notes: Number of talkers for each narrative, daily, during the 2017/18 Bitcoin bubble. Number of talkers measured as the number of
Twitter users using at least two words associated with the given narrative during that day. The RHS axis shows the daily average
Bitcoin price for the period.

E. Measuring narratives spreadability and forgetability: calibration

These parameters are recovered through calibration. The purpose of simulating the
model is to fix the talking and listening behavior, as well as the narratives, and examine
what these imply for financial market outcomes. The spreadability/forgetability of dif-
ferent narratives cannot be easily estimated from the data since many of the variables are
endogenous and thus are found by calibration of the model to the empirical moments:
the number of talkers at each time period and for each narrative.

I use two types of moment: (1) level moments to capture the size of the narrative infec-
tions; (2) growth moments to capture the shape of narrative infections over time. For level
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moments I just use the level of the infection at each day during the time span studied. For
growth moments I use the first difference of infection at each day. For three infections this
therefore consists of 2 ∗ 3 ∗ (total days) moment conditions. The likelihood function is:

L = c1

T∑
t=0

3∑
i=1

(Ii,t,mod − Ii,t,data)2 + c2

T∑
t=0

3∑
i=1

((Ii,t,mod − Ii,t−1,mod)− (Ii,t,data − Ii,t−1,data))2

(10)

c1 and c2 represent adjustable weights for each type of moment condition. Often, struc-
tural estimation exercises divide by the data moment to create a relative condition. I do
not use a normalization here since infection values are typically close to 0 so normaliz-
ing would distort the weighting on moment conditions. The model is solved by value
function iteration or perturbation, detailed in Appendix E. For each scenario, I find the
parameters that minimize this structural likelihood function. All other model parameters
are standard and are described in Appendix E.

V. TALKING, LISTENING AND NARRATIVES CAN CREATE BUBBLES

Changes to communication technology over time change the way people talk and listen.
But can these changes to talking and listening change the speed, magnitude or likelihood
of bubbles forming? To address this, this section aims to show that using the simple,
plausible assumptions of how talking, narratives and language work as described in this
paper, bubbles can occur through these channels, and that these bubbles vary in speed
and magnitude in intuitive ways. I show this in three stages. First, using comparative
statics on the model’s parameters and developing a short proposition, I show that varying
language generates bubbles. Second, using the methodology in Section IV, I conduct
a small empirical exercise to show that the model can simulate two Social Media era
bubbles: the Bitcoin bubble of 2017/18 and the Gamestop bubble of 2020/21. Finally, to
demonstrate further how talking and listening in this paper generate bubbles, I explore
the mechanisms that form the bubbles in the previous two exercises.

A. Model of talking and listening features bubbles

The key essential feature of a bubble event is a persistent overvaluation of the risky
asset relative to fundamentals. This intuitively means that the price of the risky asset
rises “substantially”, before crashing “substantially”. For example, Greenwood, Shleifer
and You (2019) use a simple sufficient condition to identify historic bubbles, that a bubble
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must feature a 100% return over two years; they define a crash as an at least 40% absolute
drawdown in the two years following the initial price increase.7 To pin down what is
meant by substantial, I stick to these thresholds from the literature, though results are
robust to the use of even more extreme thresholds.8

To this definition I add that there must be substantial trade volume. More recent liter-
ature has emphasized the observation that trade volume, the overall quantity of buying
and selling of the asset, remains elevated for the period of the bubble (Scheinkman and
Xiong (2003), Brunnermeier (2017), Barberis et al. (2018)). Prior models have struggled to
emulate this fact but it is an important feature that the model in this paper can address.

This leads to the following definition of a bubble.

DEFINITION V.1 (Bubble): Features the following:

1) A substantial rise in price relative to fundamentals (an overvaluation). By at least 100%
over a two year period.

2) A substantial fall in price following the overvaluation (a crash). By at least 40% from peak
in the year following the overvaluation.

3) A persistent increase in trade volume during the overvaluation period.

To show that talking and listening in the model can impact the likelihood of a bubble
forming, I vary the language parameters of the model and test whether bubbles form
according to the above definition. It is instructive to identify where in the parameter
space bubbles form. This leads to the following proposition for a simple narrative space.

PROPOSITION V.1: In the two narrative (M = 2) case, if there exists one optimistic narrative
(high θP1 ) which emerges first and one sufficiently competitive, pessimistic narrative (low θP2 ) that
emerges far enough later (t̂ > t+ ψ for εI1,t, εI2,t̂), then a bubble will occur.

• A “competitive” narrative is sufficiently spreadable (β2 large or P F
1 small) and sufficiently

novel (a1,2 close to 0).

The proof of this Proposition is in Appendix F, however it and its intuition are straight-
forward. An optimistic narrative has beliefs above fundamentals, driving the price higher
– if sufficiently optimistic and spreadable the price will rise over the bubble threshold.
Similarly, if the pessimistic narrative occurs in the right time-period, is sufficiently novel

7Note that the authors focus on industry bubbles, rather than individual assets as considered in this paper. However the bubble
condition is reasonable in this context as well.

8Where time periods are shorter, I calculate the compound growth rate that would lead these thresholds to be met for the shorter
period. For example, for a crash the threshold is a 40% drawdown over two years. This would require a roughly 3.5% drop every 50
days for two years. Thus in simulations that play out over less than two years I use this 50 day threshold.
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relative to the optimistic narrative, and is more spreadable, then it will outcompete the
optimistic narrative and cause a price crash, the second of the bubble requirements. Fi-
nally, big price increases and falls naturally lead to high trade-volume in the model, since
they entail individuals frequently remembering and forgetting the narratives, and thus
regularly changing their beliefs, and with them their trade positions in the asset.

To further demonstrate the intuition of when bubbles form, Figure 3 shows a compar-
ative statics exercise based on Proposition V.1. The Figure shows the price (at 25-day
intervals) of a hypothetical asset (let’s call it a dutch tulip) in 30 model simulations with
different narrative parameters (each point/square of a given chart represents a price sim-
ulation for the (novelty,pessimism) parameters on the axis). In each simulation, the price
of a tulip starts at 3k florins.9 Panel A (top-left) shows the 3k price at day 25 for each
simulation (the colors also show the price level from blue=low to red=high). To start an
overvaluation, each simulation has the same optimistic narrative emerge (narrative 1; a
narrative that tulips are fashionable, luxurious etc; L1 = [fashionable, artistic, luxury]).
As a result the price rises to around 5k florins at day 50 (Panel B) and then further to
between 16-18k florins across simulations at day 75; an overvaluation by definition V.1.

To start a crash, a second narrative 2 emerges on day 75. The characteristics of narrative
2 are the only differences across price simulations. Take the top-left price simulation with
novelty=0.75 and pessimism=0.5. This is a high level of pessimism and low novelty com-
pared to narrative 1 and so may represent a narrative that directly contradicts it e.g. that
tulips are falling out of fashion or are boring (LTop-Left

2 = [unfashionable, boring, cheap]).
As a result of the introduction of narrative 2 the price of tulips does fall, from 18 on day
75 to 15 on day 100 and back to 16 on day 125, however it is not a huge fall.

By contrast, the top-right price simulation (novelty=1, pessimism=0.5) features a nar-
rative 2 that is as pessimistic but now is semantically novel. For example, this could
represent the debate around futures contracts for Tulips, existing during the time of the
Dutch Tulip Mania, that these agreements to buy Tulips in the future may be allowed
to void by the Dutch parliament, leading to more uncertainty over the Tulips’ value (i.e.
LTop-Right

2 = [contract_void,possible]). As a result narrative 2 competes more for listeners’
attention and displaces narrative 1 causing more volatility and a larger crash. At day 100,
the top-right point in Panel D shows a price of 17k florians, falling to 14k in Panel E on
day 125 and finally to 12k in Panel F on day 150.

The Figure shows that bubbles do occur in a talking and listening model, but the chance
that these bubbles form depends on language parameters. The Figure additionally high-

9Note each full simulation is solved separately, so small differences exist between solves which is why at day 50 small differences
exist, some show 4k while others show 5k even though no differences exist at this point across simulations. These are trivial solution
differences.
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Figure 3. : Talking and listening can generate bubbles

Notes: Chart shows a hypothetical asset’s price path, at 25 day intervals (Panels A-F), for different degrees of novelty (x-axis) and
pessimism (y-axis) of a second narrative. In all simulations a first, optimistic, narrative occurs which alone would lead the price to
peak around day 100 at 19k florins. Each square represents a different price path simulation for a narrative 2 with parameter values
as in the axes. Color scale represents the price level in thousands of florins (number is also shown in each panel). For example, in the
top-right square (novelty=1, pessimism=0.5), at day 25 the asset price starts at 3, rises to 4 by day 50, 16 by day 75, and then peaks at
17 around day 100. Then narrative 2 leads the price path to fall: narrative 2 is sufficiently novel and pessimistic that it drags down
the price to 14 by day 125 and finally 12 by day 150. Contrast this with the bottom-left square (novelty=0.75, pessimism=0), narrative
2 is neither novel enough nor pessimistic enough to outcompete narrative 1, and so the price never falls. Additionally, black borders
highlight price simulations that feature a bubble as in the text definition (an overvaluation and crash of sufficient size) – these show
that some bubbles do occur depending on the position in the parameter space.

lights with a black border those price simulations that meet the “bubble” conditions in
Definition V.1. It is clear from the Figure that this is a small portion of the parameter
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space. As noted in Proposition V.1, only with a sufficiently pessimistic narrative 2 do
bubbles form. The Figure also shows that the Proposition is only a sufficient condition –
some bubbles occur for lower levels of novelty. This happens because if narratives 1 and
2 are similar they help each other’s spread, which leads them to slightly cancel each other
out relative to when there was only narrative 1 i.e. the price path features a small crash.
For higher levels of novelty narrative 2 starts to compete with narrative 1 but loses, lead-
ing to no crash. Whereas for a sufficiently high novelty narrative 2 finally outcompetes
narrative 1 causing a large crash as everyone talks about narrative 2 and narrative 1 falls
out of discourse.

B. Model performance during two real bubble events

To further demonstrate that talking and listening behavior can lead to bubbles, I now
use the model to study two real world bubbles: the Bitcoin bubble of 2017/18 and the
Gamestop Bubble of 2020/21. Both are generally regarded as bubbles in general discourse
and both satisfy Definition V.1. If the model can replicate observed aggregate bubble be-
havior then it suggests the underlying model of behavior, as well as the textual data used
to calibrate the model, provide a realistic representation of bubbles in financial markets.

I test the model by fixing narrative characteristics and comparing the simulated models
to the real financial bubbles. The empirical methodology and calibration use only in-
puts from the text data and a calibration to determine how spreadable or forgetable each
narrative is (using only the number of talkers for each narrative as targeted moments).
Financial outcomes as well as the talking and listening quantities are left untargeted and
are measures of the model’s success at describing real-world bubbles. Section IV describes
the calibration approach in more detail.

The modelling approach yields plausible, though not necessarily obvious, narratives. I
discuss and show the identified narratives for both bubbles in Appendix D.D1.10 One
finding (see Appendix for more detail), under-discussed in accounts of these bubbles
(e.g. Jakab (2022)), is that both bubbles feature a market/finance narrative. Examining
the tweets that feature this narrative, I observe that during these bubble events there is
often a need to explain and reiterate financial market terms, to educate a broadening
audience interested in the bubble asset (bubbles are known to bring in a broad set of
novice investors who may not be familiar with important financial terminology (Bayer,
Mangum and Roberts (2021))). For a full discussion of the narratives see the Appendix.

10As described in section IV, two approaches are used for robustness. The same table for the “LDA approach” is shown in Appendix
D though the narratives, reassuringly, overlap considerably.
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In terms of targeted moments, the model captures the key features of the narratives’
spread. The calibration targets the spread of the three narrative infections using only
Social Media data on the percentage of talkers (e.g. on day 150, for Bitcoin, in the data
13% of the population are talkers for narrative 1, which is part of what the calibration
targets). Table 3 Panel A.1 (Bitcoin) and Panel B.1 (Gamestop) summarizes performance
of the model against the level moments.11 For each narrative’s talkers, the table shows
the average percentage point deviation for three 100-day time periods (Bitcoin, Panel A)
or three 2-day time periods (Gamestop, Panel B). For example, for the Bitcoin bubble
narrative 1, over the first 100 days of the bubble period, the average deviation between
data and model is 0pp each day, since the model and data have 0% of narrative 1 talkers
for many of these days (since narrative 1 has yet to start). Equivalently, over days 101 to
200, the average deviation between data and model is 0.02pp each day. This means that
if the data typically has 12% as narrative 1 talkers, then on average the model has 14%
as narrative 1 talkers during this period. Overall, the Table shows that mostly the model
is close/within 10pp of the data. The model’s approximation is typically worse towards
the end of the data period. The model finds crashes harder to generate with the available
model parameters.

Finally, the model provides a reasonable approximation of untargeted moments: the
asset price, aggregate talking and listening. The Table, Panel A.2 (Bitcoin) and Panel
B.2 (Gamestop), shows a similar comparison but for the untargeted moments, therefore
showcasing the model’s success at replicating real-world bubble events. These moments
are in levels so I convert to percentage average deviations (e.g. for a price $17k in the data
versus $18k in the model, the table would show a ($17k - $18k)/$17k = -6% deviation).
The Table shows that in most cases the untargeted moments are between 10-30% different
in the model and data, a reasonable replication performance. On average over the time
periods indicated, deviations between the model and data are small to modest. To allow
further comparison, Appendix Figure G2 shows the key untargeted moment, the asset
price, in the model and data as a time series chart.

The model does struggle to fully replicate the magnitude of the crashes – the percentage
deviations widen in the 201-300 day (Bitcoin) and 4-5 day (Gamestop) periods. This is
consistent with the earlier section, where areas of the narrative parameter space featuring
crashes are limited. This partly results from not having permanently forgetting agents.
A model including agents that permanently forget would mechanically induce a larger
crash at the expense of tractability, and thus I do not include formal simulation of this

11Note growth moments were also targeted in the calibration Equation 10 but the Table displays the comparison for levels. The
average comparison for level and growth moments are even closer.
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Table 3—: Calibration is close to targeted and un-targeted series

User-defined approach LDA approach
Avg(data - mod) Avg(data - mod)

Panel A: Bitcoin 2017/18
Day: 1-100 101-200 201-300 1-100 101-200 201-300

1. Targeted moments (pp deviations)
Narrative 1 talkers 0.00 0.02 -0.07 -0.10 -0.08 -0.09
Narrative 2 talkers 0.08 0.15 0.04 0.00 -0.02 -0.07
Narrative 3 talkers 0.00 -0.11 -0.36 0.00 0.09 -0.10

2. Untargeted moments (%s)
Price/Data 22% 6% -60% -11% 31% 6%
Talk/Data 6% 31% 25% 12% 39% 37%
Listen/Data -23% -14% -10% -9% 2% -8%

Panel B: Gamestop 2021/22
Day: 1-2 3-4 4-5 1-2 3-4 4-5

1. Targeted moments (pp deviations)
Narrative 1 talkers -0.02 0.03 -0.12 0.01 0.00 -0.07
Narrative 2 talkers -0.04 -0.01 -0.08 0.05 0.09 -0.09
Narrative 3 talkers -0.02 -0.04 -0.18 0.04 0.04 -0.11

2. Untargeted moments (%s)
Price/Data 33% 1% -3% 70% 43% 32%
Talk/Data 29% 43% 22% 83% 22% -47%
Listen/Data 29% 35% -20% -14% 22% -29%

Notes: Table shows average daily differences between level values of data and modelled. Averages taken over three time periods for
Bitcoin: days 1-100, days 101-200 and days 201-300, where day 300 is the final day recorded for the bubble; and three time periods for
Gamestop (modelled in hours): days 1-2, days 2-3 and days 4-5. For targeted moments, narrative talker numbers are between 0 and 1
so table reports percentage point differences in the proportion infected with each narrative. For untargeted moments, these are
further normalized by the data value each time period thus reporting model percentage deviations from the data. Comparisons show
small to modest deviations between model simulations and data.

model extension here. Nevertheless future research interested in simulating the exact
crash dynamics may wish to explore this. However, even without this extension, the
simulated bubbles do satisfy Definition V.1.

C. Listening choice and bubbles

In this model, individuals choose to change their minds by choosing what to listen to.
Their optimal listen choice is governed by Proposition V.2 below, which follows easily
from the listen first-order condition as shown in Appendix F. Less discounting, a less
spreadable narrative and less spread of similar narratives increase optimal listening to
narrative i. The latter two occur because more spread of the narrative means an individ-
ual can listen less to it but still obtain the same chance of adopting the narrative. Intu-
itively, for a very persuasive narrative, fewer tweets convince agents, meaning they can



26 TALKING AND BUBBLES MARCH 2024

spend less time on Twitter if they are interested in it.

PROPOSITION V.2: If financial gains have CARA utility and the utility of listening is addi-
tively separable, then the optimal listen decision for listeners is given by:

li,t =
1

δβi(
∑M

j=1 aij ∗ Ij)ELt [V L′ − V I
i
′]

(11)

Crucially, Equation 11’s denominator says that if the agent expects the future value of
being a narrative’s talker is greater than remaining a listener, then they listen more. These
are functions of the expected future “state”: Talker numbers and aggregate listening, for
each narrative. That is, if more agents are talking about narrative i it can be more valu-
able to become a talker for that narrative, and so agents optimally listen more to it. I
want to listen to what everyone is talking about, or not. The literature shows evidence of
agents listening to stories more if they anticipate the topic will benefit them in the future
(Bayer, Mangum and Roberts (2021) show naive investors listen to more savvy investors as
they anticipate this information will be profitable; Bailey et al. (2018) show having, and
therefore presumably listening to, friends purchasing homes increases home purchases).

Based on this optimal choice, listening affects bubble outcomes. Figure 4 shows that the
impact of more listening can be substantial – higher optimal listening in the model leads
to bigger, faster bubbles, as well as bigger faster crashes. In the Figure, I create price paths
using the model equations 3, 7, 8 and simple static listening choices for two narrative
infections. The two narratives are perfectly novel to make the comparison clear. The first
narrative is optimistic and starts on day 0. The solid lines show the price paths for the
asset associated with this one narrative under levels of listening {0.5, 0.7, 0.9}. Higher
levels of listening lead to a faster and larger price path. Similarly, higher listening to a
pessimistic narrative introduced on day 50 (dashed lines, relative to the lower listening
dotted lines) leads to larger and/or more chance of a crash.

Finally, individuals listen more intently as bubbles emerge. In Equation 11, listening
increases as the narrative’s expected future value becomes high, which happens as an
overvaluation begins with vastly more agents drawn into the bubble market. As the
bubble crashes, we may expect that listening drops off as people lose interest.

PROPOSITION V.3: If aggregate listening is falling in Talkers (see eq. 6), and ruling out large
shocks, for a bubble to crash there must be sufficient listening to pessimistic narratives. Specifi-
cally, total listening to at least one pessimistic narrative p must satisfy the following, where the
second bracket is a dynamic measure of the relative novelty of p:
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Figure 4. : Listening choices affect price path cumulatively

Notes: All lines show data simulated using model equations and a simple parameterization. Solid lines represent the price path for a
single narrative infection where listening is held constant at the level indicated i.e. low, medium and high listening. Dashed lines
introduce a pessimistic narrative 2 that leads to a crash. Long dashes indicate the size of each bubbles‘ crash when listening is high to
narrative 2; short dashes when listening is low. Chart shows that price run ups are large with high listening to narrative 1. But that
crashes can occur with high listening to narrative 2 or if listening to narrative 1 was not so high.

Lp,tL̂t > (
P F
p

βpT I
)(

Ip,t
[A

˜
It]p

)(12)

This result (proof in Appendix F) shows this is not true in this model – people must
listen just as intently as the bubble crashes, but to a different narrative (similarly Abreu
and Brunnermeier (2003) need there to be interest in a coordination event that encourages
agents to start shorting the asset). Note lower relative novelty means the level of listening
necessary for a crash falls, as other narratives complement the pessimistic narrative(s)’s
spread. The first bracket is a constant, determined by the narrative’s attributes.

D. Novelty

That narrative novelty matters is a model result consistent with the literature. A special
case of the model where the Narrative Substitution Matrix in Definition II.1 is set to the
identity matrix (i.e. all narratives are perfectly novel relative to each other) implies that
the probability of infection by a narrative is not directly affected by other narratives (see
Equation 3). In this special case, all narratives compete with each other fiercely for the
share of available listeners’ in Equation 8. In reality, some narratives complement each
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other, rather than competing e.g. a blockchain narrative would likely complement a dig-
ital currency narrative for Bitcoin – an agent being exposed to one, would more likely be
exposed to the other. A key feature of this model is creating this complementarity chan-
nel, and linking it to the observable text measure of semantic similarity as discussed in
Section IV.C. This linguistic feature of information spreading has been observed in the
literature. Vosoughi, Roy and Aral (2018) note that novelty appears to play an important
role in the spread of false news.

Figure 5. : Surprise spikes with novelty

Notes: Chart shows alternative measure of “novelty” using the approach in Vosoughi, Roy and Aral (2018). LHS axis (orange line)
measures number of tweets including words associated with “Surprise” from emotional lexicon of National Research Council
Canada. Peaks in this measure are hypothesized to be due to peaks in novel content on Twitter (Vosoughi, Roy and Aral (2018)). This
measure is compared with number of talkers data, after processing as described in section IV.A, for each Bitcoin narrative. With the
emergence and initial growth of each new narrative there are spikes in the “surprise content” measure as well as subsequent growth
periods in the measure. In particular, the most novel narrative from Table D1, “Crypto Tech”, emerges at the same time as a large
spike in “surprise” measure, which is only surpassed in the subsequent growth phase that begins with this narrative’s emergence.
Demonstrates that the emergence of “novel” narratives, as measured in Section IV.C, coincides with spikes in novelty as expected.

To further demonstrate this connection between novelty and narrative competition, I
use the same test developed by Vosoughi, Roy and Aral (2018). These authors test whether
linguistic content is registering novelty by examining whether relevant Tweets score high
for emotional language denoting “surprise”, as measured by a respected emotional lexi-
con developed by the National Research Council of Canada. I similarly measure surprise
content in Tweets during the Bitcoin bubble episode examined in this paper (for more
details see Appendix H.H1). Figure 5 shows that this surprise measure elevates and en-
ters growth phases, around the time of the emergence of each new narrative. Notably the
measure has a large surge at the emergence of the most novel narrative (the “Cryto Tech”
narrative). This test demonstrates that the importance of novelty in narrative emergence
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and competition is robust to the measure of novelty used.

E. Can bubbles happen without talking and listening?

In this model bubbles can only occur through (a) shocks to the talking environment
(exogenous shocks to εIt in Equation 8) or (b) through large exogenous shocks to the asset’s
supply ω (an obvious corollary of price Equation 7 is that an exogenous supply reduction
causes an overvaluation which if accompanied by a subsequent supply expansion would
lead to a crash satisfying bubble Definition V.1). Since listeners do not redraw their private
signal θ, even a shock to the asset’s fundamentals (τ ) does not induce a bubble unless there
is some narrative j communicating that fundamentals have changed, that receives shock
εIi,t at the same time (of course signal redraws that are either anticipated or unanticipated
could be built into the model which would lead to a channel for changing fundamentals
to induce bubbles). I include a discussion of the important issue of fundamentals and how
the model approximates issues like disinformation and credibility in Appendix A.A5.

Relatedly, through the data and model I can show that bubbles are accompanied by
high talk volume. Similar to the observation that bubbles tend to generate high trade
volume (see Scheinkman and Xiong (2003)), Figure 6 documents that talk volume (green
lines; how frequently agents switch from talking about one narrative to another) was
elevated during both the Bitcoin and Gamestop bubbles. I define talk volume formally,
and demonstrate that the model also generates this bubble finding, in Appendix I.

VI. SOCIAL MEDIA AND BUBBLES

This paper is focused on the role communication can play in bubble formation. A key
modern change to the communication environment is the widespread adoption of Social
Media technologies to communicate for individual enjoyment, as well as to share infor-
mation, knowledge and also beliefs. Therefore in this Section, I explore the role Social
Media plays under this paper’s simple assumptions of what talking, listening, narratives
and language are. First, I formally define Social Media in the context of this model, and
demonstrate how this affects the likelihood of a bubble forming. Second, I extend the
empirical exercise from the prior section, to address a counterfactual Bitcoin bubble with-
out Social Media and where agents only have access to Traditional News. This exercise
illustrates some of the key mechanisms, which I develop and present more evidence on
in the remaining two sections which address the lack of news homogenization on Social
Media and the speed at which bubbles form.
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Figure 6. : Talk volume is elevated during bubble episodes

(a) Bitcoin 2017/18 Talk Volume (b) Gamestop 2020/21 Talk Volume

Notes: Panel A shows data from the Bitcoin bubble of 2017/18, demonstrating that in the data “talk volume” is elevated (green line)
during the episode (price shown as black line; talk volume in fact slightly precedes the bubble peak and remains elevated
throughout). Panel B shows the same for the Gamestop bubble of 2020/21. Again talk volume is elevated during the episode.

A. A model of Social Media

The model provides structure to identify which aspects of the communication environ-
ment are changed by Social Media. Social Media was introduced as early as the 1990s;
Twitter was introduced in 2007 and since then the literature has examined different chan-
nels of impact. The literature has focused on several ways that Social Media (relative to
existing Traditional Media) altered the media landscape: changes to content, size and net-
work structure. These each operate through lowering barriers to entry in media creation
and large increases in “user-generated” content (see Zhuravskaya, Petrova and Enikolopov
(2020)). These channels point to the following definition of Social Media within the model
framework:

DEFINITION VI.1 (Social Media): is a set of

• Content: a collection of narratives MSM . Relative to non-Social Media (“Traditional”) nar-
ratives MTrad, Social Media can be “expanding” (MTrad ⊂MSM ), “contracting” (MTrad ⊃
MSM ), or neither (MTrad

6⊂
6⊃
MSM ).12

• Size: refers to the size of the reachable population. Social Media may affect size through more
content as above, but also through changes to Spreadability and Forgetability of narratives

12Of course, content differences could be considered to imply that the narratives themselves differ in their languages.
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i.e.

βSM,i = βTrad,i + ν1,i, P F
SM,i = P F

Trad,i + ν2,i ∀i ∈ N = MSM ∩MTrad

(where νj,i can be any value such that β, P F ∈ [0, 1])

• Networks: the underlying social networks affect the above two attributes (e.g. if Social
Media leads to larger friend networks then this would increase Spreadability of all narratives
ν1,i > 0). This paper does not directly model these.

For the purposes of this paper, I assume that Social Media is non-contractive (MTrad ⊆
MSM ). This assumption is intuitive, since allowing more users to generate content would
be expected to add to existing Traditional News content, and is backed up by existing lit-
erature (e.g. Cagé, Hervé and Viaud (2020) show that sharing of online news across different
sources is extremely common; narratives that originate in Traditional News find their way
onto Social Media). I discuss further verification of this assumption in Appendix J.J1.

Based on the discussion above, Size is a key impact of Social Media. In the empirical
exercise I calibrate the model again with Traditional News data to recover the different
structural parameters that prevail in that scenario (different βi, P F

i ). In this paper, I do
not separately identify which of these Social Media effects are due to changes to individ-
ual’s social networks versus changes to how spreadable narratives are from Social Media.
My only objective is to show that these differences lead to different outcomes. For re-
search examining the separate impacts of individual’s networks due to Social Media see
for example Bowen, Dmitriev and Galperti (2023).

B. A Bitcoin Bubble without Social Media

What would the Bitcoin price have looked like without Social Media? To answer this
question, this empirical exercise modifies the simulation of the real Bitcoin bubble which
includes Social Media in Section V.B, removing Social Media.13 I use the same calibration
approach as in previous simulations, however I now calibrate the number of talkers to the
Traditional News data rather than Social Media, which recovers the parameters from Def-
inition VI.1.14 I then simulate the model using these “Social Media removed” parameters.
More detail on how this is conducted is in Appendix J. One interpretation of this exercise
is that investors “talk” in the model, not by Tweeting, but instead by talking to journalists

13Unfortunately the Traditional News data does not extend to 2021 and thus I cannot conduct this exercise for Gamestop as well.
14Note that calibrating to Traditional News is not completely removing Social Media. In practice, Traditional News may include

some influence from Social Media. However, this would be expected to increase the “Size” Social Media effect even more, implying
that the conclusions I draw in this paper are lower bounds.
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who then reflect these conversations in their print articles. Investors only have access to
this communication technology; they do not have the ability to share information with
audiences on Social Media or through other channels. “Listening” then occurs through
reading Traditional News articles. This interpretation is consistent with research on how
investors consume and react to Traditional News.15

This generates a new simulated price path for Bitcoin based on the news data as shown
in Figure 7 (results for the LDA approach are shown in Appendix J). In Panel A, the
chart shows the real (black line) as well as the two simulated (blue line with Social Media,
yellow line without) price series, and Panel B shows trade volume. Without Social Media
the Bitcoin price grows slower (the Bitcoin price peaks around 50 days later without Social
Media), has a slightly lower peak, and does not feature a crash. This supports the view
that Social Media accelerates the pace of bubble formation which I discuss more in Section
VI.D.

Notably, no crash is observed for Bitcoin in the simulation without Social Media. Sec-
tion V.B notes that price crash episodes are harder to generate than price appreciations
which may play a role. However, the simulation suggests that without Social Media a
crash may not have occurred and instead the Bitcoin episode would have just represented
a readjustment of the Bitcoin price to a higher valuation. Panel C shows that some part of
this may be content driven. Definition VI.1 highlights content changes as a key aspect of
Social Media and thus Panel C plots content changes (measured by the maximum amount
of talk achieved by each narrative). The chart shows that content in the Traditional News
simulation (yellow bars) is mostly the Economics of Crypto narrative, versus broad cover-
age for all three in the Social Media simulation (blue bars). Panel D shows the time series
talker numbers for each narrative, showing clearly that the calibrated Traditional News
simulation has only one narrative. I explore this in more detail in the next subsection.

Finally Panels E and F illustrate aspects of the listening choice in both simulations. Panel
E shows an important determinant of the listen choice from Proposition V.2: the expected
future value of being convinced by each narrative (relative to that of remaining a lis-
tener). The chart shows that for the two more optimistic narratives (Economics of Crypto
and Time and Urgency) these rise with the bubble price. However, for Crypto Tech this
falls dramatically, which also leads to a large fall in the associated listening decision in
Panel F. This happens because the Price is rising, therefore there is little value associated
with a pessimistic narrative. Nevertheless, the Crypto Tech narrative is so contagious

15For discussions of how investors consume news, see e.g. Fedyk (2021), Fedyk (2024). For investors’ role in news production see
the pages of financial reporting on firm earnings calls. But for example associated literature includes Kogan, Moskowitz and Niessner
(2023). Their focus is fraudulent financial news but the authors also include numerous discussions of Traditional News media and
some analyses of New York Times and Wall Street Journal content.
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Figure 7. : Bubble grows slower, with lower magnitude and no crash

Notes: All black lines show real Bitcoin price data (in Panels D-F these use the RHS axis). In Panels A-C, blue lines and bars represent
the simulation described in Section V.B; yellow lines and bars represent the new simulated “Bitcoin Bubble” without Social Media
(model calibrated to Traditional News data) described in this Section. In Panels D-F, solid lines represent the former simulation,
while dashed lines represent the latter. Charts show (a) without Social Media the bubble is slower and shows less evidence of a crash
(Panels A-B); (b) the lack of a crash is due to differences in content between the two simulations (Panels C-D); and (c) expected future
values of becoming a talker for different narratives affect optimal listening decisions (Panels E-F).

that it outperforms this low listening and takes off anyway. In the without-Social-Media
simulation, only Economics of Crypto is slightly valuable relative to remaining a listener,
and so only this induces a higher optimal listening decision in Panel F.
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C. Social Media expands coverage of narratives

A key difference between the with and without Social Media simulations is the coverage
of different narratives. As shown in Figure 7 (Panel D, # Talkers, centre-right), there are
several Social Media narratives that generate price movements (solid lines). On the other
hand, without Social Media (dashed lines) there is only one substantial narrative (the
other narratives simply never take-off) which limits the potential for the price volatility
associated with many competing narratives. This is true in the data (where my approach
shows that the narrative data the model is calibrated to only includes one substantially
covered narrative without Social Media) and in the counterfactual model which, when
calibrated for Traditional Media only, has only one narrative taking off. This finding is
consistent with the literature – Nimark and Pitschner (2019) show that during major events
Traditional News coverage homogenizes i.e. it coalesces around a single, main narrative.
My simulations and the associated data suggest the opposite is true for Social Media.
Therefore Social Media is associated with a narrative environment that favors volatility
and therefore bubbles.

To further verify this finding, I replicate the methodology of Nimark and Pitschner (2019)
using my dataset of Traditional News outlets during the Bitcoin bubble. Their methodol-
ogy differs from the earlier empirical exercise in this paper in three ways: (1) my paper
only assumes three narratives, since adding more to the structural model would have
been computationally burdensome. Since this robustness test is not a structural exercise
I can include the potential for more, allowing a more accurate analysis of the true fac-
tor structure in the data. Following Nimark and Pitschner (2019) I use 10 LDA topics. (2)
my paper identifies narratives using a more sophisticated textual approach, to represent
the true characteristics of “narratives” that are the main focus of this paper. Nimark and
Pitschner (2019) use a simple LDA approach since it is sufficient to show the distribution of
“topics” homogenize during major events, which is also true for the robustness test in this
section. (3) my paper takes data related to the Bitcoin bubble only, as the major event that
is the focus of this paper. Nimark and Pitschner (2019) use a general dataset covering many
types of news stories and identify the major events from there. Since my Traditional News
data already shows a large spike in coverage during the bubble itself, it is already clear
that Bitcoin constitutes a major news event in the sense of Nimark and Pitschner (2019).
Similarly my test is a follow-up Proposition to that of Nimark and Pitschner (2019) – not
just that all news homogenizes around the same news event during the major event, but
also that the news covers the same aspects or sub-topics of that event.

Figure 8, Panel A, first shows that the Traditional News data does indeed homogenize
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Figure 8. : Homogenization in News Media versus Social Media

Panel A: Topics covered homogenize in News Media during major events

Notes: Chart replicates Nimark and Pitschner (2019) for Bitcoin data. Left axis shows the % daily distribution of Topics for (a) the Two
Topics that grow the most during the bubble period (“Bubble Topics”; blue line); and (b) the rest of the topics (“Non-Bubble Topics,
orange line). Distributions are taken from a 10 Topic LDA model on the Traditional News dataset (standard hyperparameter fitting).
The right axis shows the Bitcoin price (black line, USD). Vertical lines show the beginning and end of various “explosive” price
periods – “explosivity” is measured with explosive unit root tests from the Econometrics literature (Phillips, Wu and Yu (2011)). Finally
vertical line labels note the price rise over the whole period average (Price) and the Bubble Topics rise over their average (BN Topics).
These show the Topics “homogenize” during the bubble event – the Bubble Topics rise to 168% of their average by the price peak.

Panel B: Topics covered do not homogenize in Social Media during major events

Notes: Chart runs same exercise as Panel B but on Social Media data with same chart elements. The left axis shows the daily
distribution of Topics for (a) the Two Topics that grow most during the bubble (“Top 2 Topics”; blue line), and (b) the remaining
topics (“Other Topics”, orange line). The topics do not homogenize in Social Media data. Importantly, percentages are shown. In
absolute terms, Tweets increased substantially as the Bitcoin price rose meaning that the bubble saw many topics receiving a lot of
Social Media coverage, in constrast to Traditional News.
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around two main topics during the bubble peak. The Figure shows the percentage of
documents (news articles) each day that are most associated with (a) two topics labelled
“Bubble Topics”, that grow most during the bubble period (Appendix H.H2 shows the
individual topic breakdown); and (b) the remaining 8 “Non-Bubble Topics”, of the 10
that are fit using LDA on the Traditional News data. The Figure shows that the Bubble
Topics (blue line) fluctuate around 20% of the daily document distribution in the period
prior to the bubble. The vertical lines then show that these two topics rise to 148% above
their whole period average during a first explosive episode (measured using an explosive
unit root test as in Phillips, Wu and Yu (2011)), and then to 162% of this average at the
Bitcoin price peak on 16th December 2017. Following this the topic homogenization falls
off, falling back to 114% of the average in February 2018. Equivalently, the Non-Bubble
Topics fall off during this period as a percentage of the total. Additionally, Appendix
H.H2 shows that most of this homogenization is in fact due to one topic having a rapidly
increasing share of the total distribution of documents during the bubble, the “Market
and Crypto Volatility” topic.

Lastly, Figure 8, Panel B, shows that this homogenization does not occur in the Social
Media data. There, doing the same LDA exercise on the Social Media data, and again
comparing coverage of the top 2, fastest growing topics in terms of distribution, shows
no similar homogenization. The blue line showing the “Top 2 Topics” increases slightly
during the bubble, but not notably. Additionally, since the number of Tweets overall
grows substantially as the Bitcoin Price goes up, since the Topic distribution is fairly sta-
ble, the level number of Tweets covering each Topic grows in line with the price. This
shows the main finding of this section that many Social Media topics grow during this
major news event, rather than coalescing around just a few.

There may be some concerns that rather than the depicted differences being due to
Social Media, in fact they are due to differences in the data. In particular, the Social Me-
dia data includes an enormous number of observations relative to the Traditional News
dataset. To further corroborate this finding in Appendix H.H2 I also test if the conclu-
sion changes for a random, smaller subset of the Social Media Data, or if more topics are
used for Social Media (since it might be that the true factor structure of the Social Media
data is larger), among other tests, and show that the conclusion here is robust to these
methodological changes.

D. Social Media can speed up bubbles

A key contribution of this paper is in analyzing the speed, amplification and crash like-
lihood of bubbles. The previous literature has tended to focus on mechanisms of bubble
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formation. However, media accounts and public discourse often focus more on the speed
and degree of amplification during bubble events, especially with recent coverage asking
if modern bubbles are occurring more rapidly than historic episodes, and emphasizing
the role of Social Media.16 Section VI.B addressed these questions and showed that in the
model simulations without Social Media bubble growth was indeed slower measured by
time to peak, though amplification was limited. To further verify these results, in this
Section I run a series of alternative simulations with a range of parameterizations.

Table 4 below shows the results of this test, displaying the effect of removing Social Me-
dia on reducing the Bitcoin price’s peak (row 1, amplification), the number of days it takes
to reach the peak price (row 2, speed), and the size of any crash. Columns show different
simulations (with the main simulation results in column 1) – these are described in more
detail in Appendix J where I also present more data from these simulations.17 The Table
shows that removing Social Media reliably reduces the time to peak across all simulations.
Indeed other parameterizations outside the main simulation dramatically reduce the time
to bubble peak (between 157-192 days) – partly because the Traditional News simulations
never quite peak, in which case I measure the peak as when the growth rate slows to a
low value. Amplification results are mixed with some parameterizations showing sub-
stantial reductions in amplification without Social Media (with less optimistic narratives
removing Social Media causes a 50% reduction in the Bitcoin price peak), suggesting that
removing Social Media can reduce amplification under the right conditions. Finally, no
simulations see a crash when Social Media is removed, which was explored in the previ-
ous Subsection.

VII. CONCLUSION

In this paper I have developed a model of talking and listening during bubble events.
Agents listen to “change their minds” if they expect it may be advantageous to do so.
Thus agents play an active role in changing their minds, depending on economic incen-
tives they expect exist. The model is capable of generating bubble events, including en-
dogenous trading volume and “talk volume”, a new bubble concept that fits well with
this examination of bubble events through language data and Social Media specifically.
The model also shows that the existence of crashes is more difficult than price run-ups,
since the conditions required for their existence are more strenuous (however whether
they are unlikely depends on the stance one takes on the distribution of emerging ideas).

16For examples, see Aral (2021), Washington Post, on Social Media in the Gamestop episode; Smialek (2021), New York Times,
discusses accounts of Social Media’s role in the meme stock phenomenon.

17Note each column in fact represents two simulations for each scenario – a Social Media simulation as described in Section V.B and
a Traditional News simulation as described in Section VI.B.
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Table 4—: Range of estimates of SM effect on size, speed and crash of Bitcoin bubble
2017/18

User ap-
proach

LDA ap-
proach

Lower
risk
aversion

Lower
high price
(pH )

Less op-
timism

More
novelty

(1) (2) (3) (4) (5) (6)

% peak size reduction
(SM/News-1)

-2% -47% -15% -1% -50% 6%

Days more to peak
(News - SM)

52 37 189 171 192 157

Crash (SM; % change,
100 days post-peak)

-13% -12% -17% -18% -5% -28%

Crash (News; % change,
100 days post-peak)

1% 1% 1% 1% 1% 1%

Notes: Table shows estimates of (1) reduction in the size of the peak from the SM model to the News Model; (2) the additional number
of days until the peak moving from the SM model to the News model; (3) the crash size (the % fall from peak to 100 days post-peak)
in the SM model and (4) in the News model. User and LDA approaches as described in the text. Later columns examine lowering
risk aversion, increasing the high price realization, reducing optimism and making all narratives completely novel.

I demonstrate how this model can be calibrated using text data to answer economic
questions. I demonstrate the importance of the optimal listen decision and novelty. Fi-
nally I use the model to assess the role of Social Media in bubble events. This allows me
to pinpoint the important role of heterogeneity in Social Media information and conclude
that Social Media bubbles do occur faster than without Social Media based on the data
and model assumptions.

This paper suggests several avenues for future research. Firstly, the model adds struc-
ture that enables the measurement of the information externality present in herding and
informational cascades during real bubbles. Further pursuing quantifications of the wel-
fare impacts of such events could be of value. Second, recent research has used survey
evidence to test a structural model of cryptocurrency bubbles with heterogeneous be-
liefs (Benetton and Compiani (2022)). Linkages between their survey data approach and
the news/language approach used here might generate interesting findings. Thirdly, my
model does not address the question of how ideas or narratives emerge or how the emer-
gence of one idea may spur the introduction of others. Understanding these processes
would be an interesting focus of future research.

Finally, the model suggests a role for several new, language-based policy tools for ad-
dressing bubbles or “leaning against the wind”. Investigating the viability and impact of
these tools could deliver valuable insights into counteracting (or just simply stabilizing)
bubbles. As an example new policy tools could include, for two narratives that disagree
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strongly, increasing correlation in their language (i.e. complementarity) which the model
predicts tames large price swings (i.e. providing accurate information in similar language
to optimistic information). I leave the examination of these tools to future research.
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APPENDIX A. AGENT OPTIMIZATION PROBLEMS

A1. Talkers Bayesian update their beliefs.

pt+1 = pH is a probabilistic event with pt+1 a random variable and probability P (pt+1 =

pH). Assume that event A is the listener receiving their private signal drawn from dis-
tribution F (τ) as in the main text. Therefore the conditional probability of pH given the
listener’s private signal is P (pt+1 = pH |A) = θ.

Assume there are a series of M public signals associated with each of the M narratives.
Individuals are persuaded of the veracity of these signals based on the probabilities de-
scribed in the main text. Such persuasion events are labelled Bi ∀i ∈ S. Therefore talkers
of type i have beliefs based on Bayes rule:

P (pH |A ∩BM) =
P (pH ∩ A ∩BM)

P (A ∩BM)
= θ

P (BM |pH ∩ A)P (A)

P (A ∩BM)
= θθPi(A1)

Where the final term follows from:

P (pH ∩ A ∩BM) = P (PH |A)P (BM |pH ∩ A)P (A) = θP (BM |pH ∩ A)P (A)(A2)

As talkers forget, becoming listeners again, they forget the additional signal event BM

and therefore return to beliefs P (pH |A). Rather than receiving an additional signal that
leads them to return to their private signal. This “wavering” between being persuaded of
a narrative and not is of the form suggested and used by Barberis et al. (2018).

A2. Listener optimization problem

Changing one’s mind is not straight-forward for people. A range of evidence has shown
that agents reason in a motivated way, choosing reason so as to accord with existing be-
liefs, rather than choosing beliefs based on reason (e.g. Epley and Gilovich (2016), Pouget,
Sauvagnat and Villeneuve (2017)). This implies that changing one’s mind is cognitively
costly in some way, since retaining one’s existing beliefs is preferred (Kirkeboen, Vasaasen
and Halvor Teigen (2013), Milkman, Chugh and Bazerman (2009)). Given such behavior,
agents require social or economic incentives to change their mind, as well as the random
chance for these incentives to materialize (Pons (2018), Dolan et al. (2012)).

To simulate this, here listeners choose how much to “listen” to a given narrative i.e. to
allocate a portion of their day to consuming media, say news or Social Media, to learn
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more about that idea. This choice affects their probability of catching the narrative infec-
tion, listeners also gain utility from listening, and the individual makes a choice for each
narrative i. The second choice is how much to invest in the asset. Investment choices
are simple static choices. Following Barberis et al. (2018), the investment problem is kept
simple in this way to focus on the impact of talking and listening whilst still capturing
asset market outcomes. More sophisticated investment choices could yield interesting
additional effects. This yields the following value function for listeners.

(A3) V L(
˜
It,

˜
Lt) = max{xlt,{li,t}Mi=0} Et[U((WL

t + xLt (pt+1 − pt)) +H(lit)]︸ ︷︷ ︸
Today’s payoff:

Maximize wealth,
expected future returns

and listening utility

+ δEt[
M∑
i=0

P I
i (li,t)V

I
i (

˜
It+1,

˜
Lt+1)︸ ︷︷ ︸

Payoff if infected

+ (1−
M∑
i=0

P I
i (li,t))V

L(
˜
It+1,

˜
Lt+1)]︸ ︷︷ ︸

Payoff if stay listener

WL
t denotes wealth as of time t. δ is a standard time discount parameter. V L represents

the listener agent’s value function and V I
i represents the talker agent’s value function,

infected by narrative i. State variables for the problem are the number of talkers by nar-
rative contained in vector

˜
It and the aggregate listening for each narrative stacked into

vector
˜
Lt. Note that P I

i (li,t) represents the agent’s individual probability of being infected
based on their own behavior and choices (different to the aggregate probability of infec-
tion at the population level P I

i (Li,t) which depends on the aggregate amount of listening).
This differs from the aggregate probability of infection, ensuring that agents do not inter-
nalize aggregate behavior (i.e. agents take aggregate listening as given), but these will
be reconciled in equilibrium by setting individual listening equal to the aggregate. H()

is the additively-separable concave, twice-continuously differentiable, utility function for
listening (note is assumed to be the same function as the utility from talking, though is
not essential).

First order conditions for investment are standard as in the main text. These are found
from the above maximization problem and based on assuming future prices are dis-
tributed normally and solving the expectation of the exponent (where σ represents the
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standard deviation of future prices, which is assumed to be fixed). The optimal listening
decision will be a dynamic function of the state.

The model approximates what is likely a more prolonged process of changing one’s
mind. In real conversations, adopting a narrative likely occurs in several stages. In a first
stage, agents become aware of a narrative’s existence. In a second stage, agents actively
“listen” or read information about the narrative and decide whether they agree with it.
This model ignores the first as it is probably not associated with action. The model focuses
on the second stage, assuming agents are not convinced until they are finally motivated
into action by it.

A3. Talker optimization problem

There are two possible interpretations of talkers. One is that these are agents no longer
acting based on their own information. Instead they are “fanboys/girls”, overcome by a
passionate interest in some aspect of the bubble asset, e.g. Blockchain technology in the
case of Bitcoin. In this sense these individuals may represent agents “talking very loudly
on things about which they know very little” (the existence of such individuals has been
documented in e.g. Bayer, Mangum and Roberts (2021)). A second interpretation is that
these are individuals who have uncovered some real information, not widely known,
that changes their understanding of the market relative to others. This new understand-
ing induces them to invest differently (such investors appear for example in Abreu and
Brunnermeier (2003)). I remain agnostic as to which interpretation is correct – it could be
that one narrative is predominantly the first group, whereas another narrative is predom-
inantly the second.

In either interpretation, I capture high trade volume by assuming agents forget narra-
tives and return to the pool of listeners to be potentially infected by the narrative again.
Agents’ passions/uncovered information are unlikely to last forever as competing in-
formation/interests vie for agents’ time. Narratives are more likely to be forgotten the
longer the agent remains infected, where this model assumes that each narrative has a
fixed probability of being infected which is exogenous and based on how forgettable that
idea intrinsically is. Upon forgetting, agents’ return to the pool of listeners creating a
type of wavering as in Barberis et al. (2018) which generates trade volume. This wavering
can be interpreted as agents first becoming infected by a narrative e.g. “Blockchain”, but
then as days wear on agents face other ideas about things unrelated to the asset, inducing
them to “forget” the prior narrative. Then in the future, further exposure to agents talking
about that narrative may remind/reinfect them with that same narrative. In the rest of
this subsection I sketch out this agent’s problem.
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Talkers of type i only talk about the narrative with which they are infected. Hence tit is
the sole individual talk decision for infection i at time t. This allows us to summarize the
individual talk decisions for all ideas with the following vector.

˜
tt =


t1t

t2t
...
tMt

(A4)

Expectations are formed in similar way to listeners. Except that a narrative specific
signal is attached to the listener signal. This signal will be recovered from the text data,
and represents the optimism/pessimism of the narrative.

Eitpt+1 = θ̂pH + (1− θ̂)pL(A5)

A4. Narrative infections

The narrative space described by S will be associated with an asset. For example, nar-
ratives “blockchain”, “dark money” and “new economy” are associated with the Bitcoin
asset. The attributes of an asset collectively determine the likelihood of a bubble form-
ing – for example, assets with low demand fundamentals, high supply or a “muted”,
slow-spreading narrative space are unlikely to form bubbles.

DEFINITION A.1 (Asset): An asset is a set of parameters, a price path and an idea space:
(τ, ω, pL, pH , {pt}Tt=0,S). Where:

1) τ : demand fundamentals. Denoting the likelihood of individuals receiving high draws of the
asset’s value.

2) ω: supply fundamentals. Describing the available supply/endowment of an asset. This can
be endogenized to vary with the price.

3) pL, pH : highest and lowest possible price realizations.

A “narrative infection” has a set of attributes and leads to a time path for talkers. During
a bubble, a range of related narratives spread amongst people through talking and listen-
ing and are associated with their own beliefs about the future price of the bubble. The
definition of narratives is kept general to allow identification of a wide range of possible
conversation subjects amongst people.
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Narratives have their own “languages”. For example, if “Blockchain” were a narrative
it would have an associated language or vocabulary that is frequently used when dis-
cussing it. The narrative’s language, or vocabulary, determine how fast it spreads and
how fast it is forgotten. Similarly, the future price expectations of a narrative represent
demand fundamentals (more intrinsically valuable assets will have more narratives with
high positive price expectations). For example, having learnt about Blockchain, an indi-
vidual will develop a price expectation based on a belief of Bitcoin’s value as a Blockchain
technology.

To capture this more formally, I use the following definition:

DEFINITION A.2 (Narrative infection): A narrative infection, i, is a group of parameters, in-
fection paths and a language represented by: (βi, P

F
i , θ

P
i , εi,0, {Ii,t}Tt=0,Li). Where:

1) βi: a spread parameter. Summarizes the likelihood of contact between a Listener and narra-
tive’s Talker resulting in the Listener becoming a new Talker.

2) P F
i : a forget rate. Determines the likelihood a Talker “forgets” the narrative (returns to the

pool of Listeners).

3) θPi : an expectation parameter. Scales up or down the agent’s belief of whether the price yields
a high price realization pH if they are a Talker for that narrative.

4) ε0,i: a set of shocks. Determining when and by how much the narrative infection be-
gins/changes.

5) Li: language characteristics. A position in the vector space of language, based on Vocabi.

A5. Fundamentals

Appendix Figure G2 shows that the bubble price does not necessarily return to its initial
value. In fact, Section II shows that this initial value may not even represent fundamental
value in the first place (since the initial price is determined by the listener’s signal which is
only drawn from a distribution centered on fundamentals). Many papers in the literature
assume the price deviates from fundamentals before returning to it (e.g. Abreu and Brun-
nermeier (2003), Barberis et al. (2018)). But real bubble episodes often do not return to their
initial value (Figure G2 shows that the Bitcoin price never returned to its original value).
Narratives can help the asset’s price to achieve closer parity with fundamental value, but
they can also cause the price to deviate even further from fundamentals. This observa-
tion leads to the following simple Corollary, which follows from treating the empirical
exercises as counterexamples, proving that the negation cannot be true.
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COROLLARY A.0.1 (From empirical exercise):

• Since θ ∼ F (τ), ∀{1, ..,M} ∃ equilibrium time paths where the asset price does not
return to the fundamental value.

• If ∃ one or more “factual” narratives (have price beliefs in line with fundamental value), and
these narratives are sufficiently spreadable, then prices attain fundamental value.18

18For example, these might be more sophisticated narratives, reflecting expert views and opinions. However, in practice these
narratives may spread only slowly, and to those who have the knowledge, expertise and/or desire to listen a lot.
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APPENDIX B. DATA COLLECTED

I show examples of the text data collected in Table B1. The Table shows that the Twitter
data consists of some Tweets that are informative and well-written, while others are un-
informative or appear nonsensical. Text datasets, especially those associated with Social
Media, often include some documents with odd word choices, terminology and content.
The text-analysis algorithms focus on data variation that is more continuous and mean-
ingful, rather than idiosyncratic (see later Appendix C on text-analysis methodologies).

These approaches work because the sheer quantity of Twitter data allows for the re-
moval of idiosyncratic Tweets. Table 1 reports summary statistics for the data, showing
that the data includes over 1.7 million Bitcoin, and 150k Gamestop, tweets. Data points
per day are shown in Figure 1. The number of documents is smaller in the Traditional
News dataset as would be expected. Similarly, each Traditional News article includes
substantially more text than the average Tweet (Tweets have an average word count of 4
compared to 234 for Traditional News articles).

Finally, I also use a range of price and financial data for Bitcoin and Gamestop collected
from Yahoo Finance and other standard financial data websites.
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Table B1—: Examples of text data for Bitcoin and Gamestop

Bitcoin 2017/18 Gamestop 2020/21
Social Media (Twitter)

Pre-bubble
"@NicolasMeyler Will quantum computers destroy
Blockchain and Bitcoin."
Cryptolinguist1

"THIS is why I prefer buying used games from @Gamefly
over any other ’Gamestore.’ The prices are just better and
you would NEVER get all this from GameStop!"
Marlin004

"Have fun: $1000 BitCoin Jungle Dance -) # Bitcoin #
Blockchain"
DisruptBanksy

"@geronimo_73 Exactly, I never ever will bootleg any-
thing like that mainly fear of the laws but I am patient if
I can’t afford a game and mainly buy games from psn, eS-
hop, Microsoft store or GameStop or Walmart."
Titancrazy1992

During-bubble
"Blockchain is questionable regarding scalability and ve-
locity. Question is if we only stick to Blockchain because
# Bitcoin is made out of it and if there are already better
technologies like # Hashgraph?"
andydotlutz

"#GameStop’s stock price has skyrocketed by somewhere
around 8,000% over 6months. It’s stock has become the
central game piece of a financial power struggle ..."
QuoteDigging

"Free future money, have a read and if you like then use
my invite and get 20 coins."
designersjam

"With gaming biz in decline but with large cash on its
books, the GameStop stock has been rising on the back of
coordinated buying ..."
livemint

News (headlines)
Pre-bubble

"Northern Trust uses blockchain for private equity
record-keeping."
Anna Irrera, Reuters
"Business giants to announce creation of a computer sys-
tem based on Ethereum."
Nathanial Popper, New York Times

During-bubble
"The Bitcoin Bubble – Greater fool theory."
Unknown, Economist
"As Bitcoin soars and ICOs spread, advisors urge cau-
tion."
Unknown, CNBC
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APPENDIX C. COMPUTATIONAL LINGUISTICS METHODOLOGIES

In this paper, I use two well-cited computational linguistics methodologies. I provide
a brief description here. More interested readers are directed to the references given.
Gentzkow, Kelly and Taddy (2019) and Ash and Hansen (2023) provide particularly thorough
overviews of these two techniques and their associated advantages and disadvantages.

Latent Dirichlet Allocation (LDA) This approach uses a probabilistic assessment of
word frequency across documents to derive a set of common “topics”. It is akin to factor
analysis in time series – it removes noise and focuses on continually present factors (or
“topics”) in the text data. In so doing, it provides a linguistic summary of the themes
present in the text corpus. I present a concise description of the methodology here, and
provide references to demonstrate that this methodology is now a common and accepted
text analysis methodology; more information can be found in the original Journal of Ma-
chine Learning paper, Blei, Y.Ng and Jordan (2003).

The LDA model specifies a probability distribution for the likelihood of a dataset (D) of
documents (d ∈ D, of which there are M ) appearing. This distribution contains a range of
parameters based on a reasonable set of dependencies among topics in documents (θd, α),
among words in topics (zdn for n = number for words in d, which has size Nd) and among
the appearance of a given word in general (wdn, β). These parameters are then selected to
maximize the likelihood of the resulting likelihood function below.

p(D|α, β) =
M∏
d=1

∫
p (θd|α)

(
Nd∏
n=1

∑
zln

p (zdn|θd) p (wdn|zdn, β)

)
dθd(C1)

LDA has already been used widely in text analysis applications and is a peer-reviewed
and accepted method of economic analysis in academic research. Gentzkow, Kelly and
Taddy (2019), in their review of the current state of text analysis, describe the prominence
of LDA as a method in empirical research. Hansen, McMahon and Prat (2018) use LDA
to assess a change in text content of FOMC minutes following a change to disclosure
requirments. Finally, this method, in combination with Semantic Vector Analysis (now
known as word2vec; described below), has also been used in the assessment of economy-
wide finacial risk by Hanley and Hoberg (2019).

Word Embeddings (Neural Network/Word2Vec) Word Embeddings are a neural net-
work approach. This method creates a vector space for words from which semantic dis-
tances between words can be measured. Words with a similar context, as observed within
the text corpus, are located close together in the space. As a result, the method is capable
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of addressing the linguistic importance of context. For example, with Word Embeddings
fitted on a text corpus of words, it is possible to determine what are the 100 closest words
to the word “technology’ or bigram “technology-bubble”. I use this to (1) build out vocab-
ularies by adding the closest 100 words to a lead word of interest (building a “semantic
vocabulary” as in Hanley and Hoberg (2019)), (2) measure the distances between different
narratives, and (3) measure the distance of narratives from optimism/pessimism to mea-
sure their agreement. Again, here I provide a concise description of the method and then
provide references demonstrating this to be a peer-reviewed, accepted tool in economic
analysis. Further information can be found in the original paper Mikolov et al. (2013).

A “Word Embedding” is a vector representing a word derived from the trained neural
network. The neural network is trained is to predict a target word from a context (i.e.
the x words that precede that word in any given sentence). To achieve this objective it is
able to vary the word vectors, thus the resulting vectors or Word Embeddings are those
that best achieve the predictive task. More specifically, the training proceeds in two steps.
The first step is to “one hot encode” all words by giving them a vector representation
which has entries one for that word and zero for all others in the vocabulary. These
vectors have a very large dimensionality since they need one dimension per word. These
original vectors then are transformed through a series of “layers” by weighting matrices
and functions, where the weights are trained through repeated iterative adjustment to
minimize a loss function, which attempts to predict the target word from its context.19

Neural-network approaches are newer overall and to the economic literature, relative
to LDA. Nevertheless they have also been used in the peer-reviewed literature . For ex-
amples see Li et al. (2021) or Hanley and Hoberg (2019). As with LDA, see Ash and Hansen
(2023) or Gentzkow, Kelly and Taddy (2019) for a more detailed discussion.

19This is the Continuous Bag of Words (CBOW) approach, compared to the alternate Skip-Grams approach which predicts the
context from a target word. In this paper, I use the CBOW approach since it is faster to train and better at defining common words.
The Skip-Grams approach is better for tasks that require more precision in understanding uncommon words.
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APPENDIX D. NARRATIVE, TALKING AND LISTENING CONSTRUCTION

D1. Narrative identification: User approach

The modelling approach yields plausible, though not necessarily obvious, narratives.
In Table D1 I show the lead and supplemental words of each narrative for the “user-
approach” for Bitcoin and Gamestop.20 Under-discussed in accounts of these bubbles (e.g.
Jakab (2022)), both feature a market/finance narrative. Examining the tweets that feature
this narrative, I observe that during these bubble events there is often a need to explain
and reiterate financial market terms, to educate a broadening audience interested in the
bubble asset (bubbles are known to bring in a broad set of novice investors who may not
be familiar with important financial terminology (Bayer, Mangum and Roberts (2021))). For
example, some tweets explain how share purchases function or reiterate market rules of
thumb (e.g. “overpriced doesn’t mean it will plunge in price tomorrow”, @mensah_oteh, 12-Dec).
In addition, some tweets are just simple descriptions that a bubble is or is not occurring
and how long it may persist (e.g. “one of the tricks of the stock market is staying ahead of
the curve”, @derekegonzales, 19-Dec). Examining the importance of financially educating
novice investors during bubbles could be an interesting line of inquiry for future research.

More consistent with contemporary accounts of these bubbles, Bitcoin has a narrative
and many tweets that explain and discuss terms such as “blockchain” and “cryptosecu-
rity” (e.g. “the blockchain is to Bitcoin what gold is to jewelry”, @suvendusgiri, 30 Apr) as
well as what they imply about Bitcoin as an innovation. This is unsurprising given the
complexity and relative novelty of this tech terminology at the time of the bubble. The
Gamestop bubble has more straight-forward narratives such as a tale of David versus Go-
liath (how the story of retail traders combating hedge funds was portrayed at the time),
as well as the emergence of news that the trading platform RobinHood would restrict
trading of Gamestop shares temporarily on its platform (consistent with reporting of the
bubble e.g. Jakab (2022) that frame the bubble as a “revolution” of sorts).

D2. Narrative identification: LDA Approach

Table D2 shows narratives recovered from the Twitter data using the LDA approach.
This approach produces factors that can be harder to interpret but with the advantage
that they more accurately represent the text patterns in the data, as well as the data’s true
underlying factor structure. The LDA narratives also have the advantage of being purely
data-driven, not involving any researcher subjectivity.

20As described in section IV, two approaches are used for robustness. The same table for the “LDA approach” is shown in Appendix
D though the narratives, reassuringly, overlap considerably.
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Table D1—: Idea vocabularies: user-approach

Bitcoin 2017/18 Gamestop 2020/21

Narrative 1: Crypto tech Narrative 1: Stock market
θP1 = −0.01, a12 = 0, a13 = 0.04 θP1 = 0.59, a12 = 0.09, a13 = 0.2

Lead words Supplemental
words (eg)

Lead words Supplemental
words (eg)

Cryptocurrency fintech Market strategist
Ethereum technology Share understand_market
Blockchain ripple Buy value_company
Altcoin mining Invest efficient
Use big_data Trade long_buy
Cybersecurity datascience Stock_market big_finance

Narrative 2: Economics of crypto Narrative 2: Big investor versus little
θP2 = 0.27, a21 = 0, a23 = 0.22 θP2 = 0.47, a21 = 0.09, a23 = 0

Market market_news Hedge_fund maneuver
Exchange stock_market Investor try_bankrupt
Currency index Fund greedy_hedge
Price asset_valuation Trader retail_investor
Buy finance Redditor squeeze_hedge
Get currency_return Wallstreetbet wealthy_people
Trade daytrade_trading Short force_price

Narrative 3: Time and urgency Narrative 3: Robinhood halting trades
θP3 = 0.15, a31 = 0.04, a32 = 0.22 θP3 = 0.04, a31 = 0.2, a32 = 0

Start news_future Lose trading_restriction
Today wait Sell robinhood_app
Late tomorrow Robinhood block_trading
Future follow Today put_place
News news_fintech Happen protect_billionaire

Notes: Table reports each of the three narratives for the two real bubble events I attempt to replicate with the model. Table shows
plausible, though not necessarily obvious, narratives for each bubble. Under each narrative title are the key narrative parameters
from Definition II.1 and Equation 3 (θPi governs optimism, ai,js govern novelty relative to other narratives). Following these are
each narrative’s ‘lead words” – the key seed words for each narrative (see Section IV.B), as well as top “supplemental words” –
semantically close words drawn from word embeddings (again see referenced Subsection).

D3. Scaling talking and listening data to model

Talking and listening are recovered from tweets and retweets respectively. Therefore
the quantity of “talking about narrative i” in the data is measured as Tweets or news
articles that include at least z words from narrative i’s languageLi. In the model, users are
assumed to only be talkers for at most one narrative at each time t. Therefore equivalently
in the data, if a Tweet/news article includes words from two narratives’ languages then
the user is assumed to not be talking about either narrative. For a given day, total talking
is all Tweets identified in this way for each narrative.

For listening to narrative i, I measure listen intensity as total retweets associated with i
divided by Tweets for i. Users retweeting a Tweet that talks about narrative i (identified
as described above) are said to be “listening” to narrative i.
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Table D2—: Recovered narratives: LDA Approaches

Bitcoin 2017/18 Gamestop 2020/21

Narrative 1 Narrative 1

Lead words Supplemental
words (eg)

Lead words Supplemental
words (eg)

Cash blockchain Come order_online
Invest cryptocurrency Pre-order next_day
Currency credit_card Still shipment
Bank altcoin Get market_place
Good money Good electronics_video
Look government Game people_play

Make exchange Narrative 2

Go central_bank Tell cheap_price

Narrative 2 Get buy_bundle

Say bubble Work reduce_risk
Buy buy_crypto Talk current_event
Big possible_buy Be breaking
Thank take_loan Make discuss

purchase Say listen
Sell sell_fast

Narrative 3 Narrative 3

Trade future Short squeeze_happen
Day year_look Hedge fund_investor
Year happen Fund inflate_price
Base network Trader big_loss
Come decentralize Take stock_skyrocket
Be finance Investor online_community
Use investor_trade Buy investor_reddit

Notes: Table reports each of the three narratives for the two real bubble events I attempt to replicate with the model. Narratives are
recovered using LDA and the approach described in Section IV.A. Under each narrative title are the key narrative parameters from
Definition II.1 and Equation 3 (θPi governs optimism, ai,js govern novelty relative to other narratives). Following these are each
narrative’s ‘lead words” – the key seed words for each narrative (see Section IV.B), as well as top “supplemental words” –
semantically close words drawn from word embeddings (again see referenced Subsection).

Talker numbers for each narrative are just counts of users talking. In the model,
Talkers, or those that have become infected by a narrative, are those talking about that
narrative. Therefore I simply count the users talking about a narrative on a given day
to obtain the number of Talkers. Where a user talks about multiple narratives in the
same day (i.e. has some tweets about one narrative, and some about another) the user is
assumed to be infected by neither.

For comparison, talking in the model needs to be scaled to comparable units with the
data. This conversion, from model units into numbers of Tweets/articles comparable
with the data, is described in equation D1 below (from here I use “Tweets” to interchange-
ably refer to tweets or newspaper articles. I also use “day” for time though this could



57 TALKING AND BUBBLES MARCH 2024

represent hours or otherwise). The equation calculates “talking” in the data, measured
as the number of Tweets for narrative i on day t (Tweetsi,t). For each day t and narrative
i, this will equal average tweets per talker, multiplied by the total quantity of talkers for
that narrative.

Model components are mapped to the data equation. In the model, Ti,t represents the
intensity of talking in [0, 1]. Therefore the model’s maximum quantity of talking Ti,t = 1

has to map to the maximum number of tweets for a user. This is done by multiplying
Ti,t by the 99th-percentile value of tweets by user by day.21 Similarly, in the model Ii,t is
a number in [0, 1] where 1 represents that the whole population is infected by narrative i,
and thus must be multiplied by the total population (pop).22

Tweetsi,t = (Ti,t ∗max(daily tweets per user)) ∗ (Ii,t ∗ pop)(D1)

For listening to narrative i, I measure listen intensity as total retweets associated with i
divided by Tweets for i. Users retweeting a Tweet that talks about narrative i (identified
as described above) are said to be “listening” to narrative i. In Appendix D I examine
other measures of listening such as favorites, showing them to be similar to retweets.
Normalization by the number of Tweets removes the mechanical increase in total listening
from there being more talkers.

Again model listening must be converted to units comparable with the data. This con-
version is described in equation D2 below. The denominator is as in equation D1. Total
retweets are simply the average user’s listening multiplied by the total number of listen-
ers. In the model, Li,t is in (0, 1) so multiplied by the maximum retweets per user gives
the average user’s listening. As with Ii,t, L̂t is multiplied by the population. The equation
approximately reduces to a model-based share multiplied by the aggregated maximum
of daily retweets by tweets.

Retweetsi,t
Tweetsi,t

=
(Li,t ∗max(daily retweets per user)) ∗ (L̂t ∗ pop)

(Ti,t ∗max(daily tweets per user)) ∗ (Ii,t ∗ pop)
≈ Li,tL̂t
Ti,tIi,t

∗max(
Retweetst
Tweetst

)

(D2)

2199-th percentile is used to avoid results being driven by outliers.
22In the Social Media data, the true population of listeners is difficult to measure. The total number of users in the dataset, par-

ticularly for Bitcoin, is very large since there are many tweets and the time period is large. However, the data does not report the
usernames of those that retweet, the measure of listening in the data. There are also many users who appear once and never again
and so are unlikely to be consistently listening. In the model, too large a population estimate swamps narratives, leaving the model
nothing to explain, when in reality the overall number of tweets make it clear that many individuals are participating in the model’s
interactions. To tackle these challenges, I estimate the total population with the simplifying assumption that the largest narrative in-
fection infects at least 50% of the population at its peak. The model’s success in explaining untargeted moments is taken as validation
of this assumption.
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D4. Extra Figures for empirical methodology

Average Tweets per user is fairly constant in the data over the whole bubble period,
shown in Figure D1. That suggests that talking increases occur because of an increase
in the number of users tweeting, rather than their average tweeting. This justifies the
assumption that talkers derive utility from talking and therefore tweet up to their time
constraint – most people’s Tweets per time constraint appear to be around 2 as in the
Figure.

Figure D2 compares the main listening measure, retweets, with the other measure, fa-
vorites. The figure shows that these measures are fairly correlated.

Figure D3 shows the same processed data as in Figure 2 in the main text, but for the
News data using the User Approach.

Figure D1. : Average tweets per user relatively constant over bubble period (Bitcoin
shown)
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Figure D2. : Comparison of listening measures, retweets versus favorites (Bitcoin shown,
smoothed)

Figure D3. : Number of talkers throughout Bitcoin bubble episode (User approach, news)

Notes: Number of talkers for each narrative, daily, during the 2017/18 Bitcoin bubble. Number of talkers measured as the number of
Newspaper Articles using at least two words associated with the given narrative during that day. The RHS axis shows the daily
average Bitcoin price for the period.
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APPENDIX E. CALIBRATION AND MODEL SOLUTION

E1. Model solution

The model is either solved by value function iteration or perturbation, with the latter
faster but slightly less accurate. Below I list the perturbation equations. In the Table below
I describe the algorithm for value function iteration.

To solve the model by perturbation, we have the following functional equation problem:

Find
˜
d ⊆ J1 : Ω→ Rm s.t. H(

˜
d) =

˜
0

Also subject to all relevant equations from Section II. Where J1, J2 are functional equa-
tion spaces; Ω ∈ Rn is the state space; and H : J1 → J2 is a function operator as follows (I
omit t and t+ 1 is ’):

H(
˜
d) =

 V L + exp−γ(WL + xL(pL′ − p))−
∑M

i=1 ln li

−δ
∑M

i=1 βi(
∑M

j=1 aijIj)liV
I
i
′ − δ(1−

∑M
i=1 βi(

∑M
j=1 aijIj)li)V

L′

vIi + exp−γ(W i + xi(pi′ − p))− Ĥ − δ(P F
i V

L′ + (1− P F
i )V I

i ∀i ∈ S



˜
d =

(
V L ... V I

3 V L′ ... V I
3
′ I1 ... L3

)T
Note the first two rows of H are one line; the last line represents three equations. Thus
H(

˜
d) is a 4 × 1 column vector. Note that elements of d are functions, of the six state vari-

ables for contemporaneous functions, of the six next-period state variables for next period
functions. Next-period state variables are themselves functions of the six contemporane-
ous state variables. For value functions ... signifies V I

i for i = 1, 2, and for state variables
I1...L3 includes other two variables for I and L.

Functions are expressed as second-order perturbation equations around a fixed point
(Ī1...L̄3). For example for V L for state s ∈ Ω, using Tensor notation with subscripted
square brackets indicating the derivative wrt that variable:

V L(s) = V̂ L +
∑

Z∈{I1,..,L3}

V L
[Z]|s(Z − Z̄) +

∑
Y ∈{I1,..,L3}

∑
Z∈{I1,..,L3}

V L
[Y,Z]|s(Y − Ȳ )(Z − Z̄)

Finally for equation k ∈ H, differentiation ofH evaluated at s yields a set of 24 equations



61 TALKING AND BUBBLES MARCH 2024

with 24 unknowns to be solved for first-order perturbation coefficients, of the form of the
below example wrt Ii. Second differentiation ofH gives second order coefficients.

Hk
[V L]V

L
[Ii]

+ ...+Hk
[V I3 ]V

I
3,[Ii]

+Hk
[V L′](V

L
[I1]
I ′1,[Ii] + ...+ V L

[L3]
L′3,[Ii])

+ ...+

+Hk
[V I

3
′](V

I
3,[I1]

I ′1,[Ii] + ...+ V I
3,[L3]

L′3,[Ii]) +Hk
[Ii]

= 0

Decisions about how much to listen today depend on the current state variables (the
numbers of Talkers for each narrative, and the Aggregate Listening to each narrative).
Instead using Value Function Iteration, I solve the individual’s maximization problem
using a dynamic programming algorithm. The algorithm for finding equilibrium can be
broken into three steps. First, I construct an initial guess of the terminal value function
(V L

0 ) and use the initial state (
˜
I0,

˜
L0) with the value function guess to determine the opti-

mal l for each i. Within the same time period, I iterate over choices to ensure each is the
optimum given the others– this is the “equilibrium inner loop”. Second, these economic
variables are used to determine all other important variables using the model equations.
Third, other variables are plugged into the infection dynamics equations (8) to find the
next-period state, {

˜
I1,

˜
L1}. This procedure is repeated until the value function converges.

A more formal description is shown in Algorithm 1.

E2. Other parameters

In Table E1 I list the other model parameters used in the calibration and their source.
These are kept the same over scenarios. To improve solution speed, in the main simula-
tions I use a coefficient on listening utility of 0. I also include some simulations using a
positive coefficient in Appendix G to show conclusions are unchanged.
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Algorithm 1: Algorithm to calculate equilibrium
1 Set

V L
0 (

˜
I,

˜
L) = guess1(

˜
I,

˜
L), ∀i ∈ S(E1)

li,0 = guess2(
˜
I,

˜
L), ∀i ∈ S(E2)

(Note: V I
i ’s can be computed as all choices are static.)(E3)

2 Set m = 1 and δV FI = 100 (some large initial value).
3 while δV FI > ε do
4 Set n = 1 and δc = 100 (some large initial value)
5 while δc > εc do
6 for h ∈ {

˜
I,

˜
L} do

7 At each grid point in (grid
˜
I , grid

˜
L), use a numerical routine to choose

(lhmn,i)
M
i=1 to maximize V L,h

m (
˜
I,

˜
L) subject to other equations specified in

Section II. When m = 1, V L,h
0 (

˜
I ′,

˜
L′) are used as continuation values;

when m > 1, V L,h
m−1(

˜
I ′,

˜
L′) are used. Linear interpolation is used to

compute V L,h
m−1(

˜
I ′,

˜
L′) between grid points.

8 δc ← ||
∑

h

∑
i(l

h
mn,i(

˜
I,

˜
L)− lhmn−1,i(

˜
I,

˜
L))||

9 n← n+ 1

10 end
11 end
12 δV FI ← ||V L

m (
˜
I ′,

˜
L′)− V L

m−1(
˜
I ′,

˜
L′)||∞.

13 m←m+1
14 end
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Table E1—: Other model parameters
Param Description Calibration method Bitcoin Gamestop

1. Narrative parameters

Described in main paper.
2. Bubble parameters

τ Demand fundamentals Summarized by choice of theta-S. - -
ω Supply fundamentals Bitcoin: average quantity of BN available in

2017/18.
Gamestop: number of shares available in
2020/21.

17m 305m

pH ,pL Highest and lowest price Solved from date 0 price, use price equation
to match that. Use pL = 0 and solve for pH .

0,100 0,828

θ Listener signal Recovered from pre-bubble measure of opti-
mism/pessimism i.e. optimism of pre-bubble
corpus.

0.3 0.54

3. Utility parameters

γ Risk aversion Standard literature 0.2 0.2
σ Price volatility Standard literature, set higher for Bitcoin as

viewed as a very volatile asset.
8 4

δ Time discount Standard literature, set slightly higher for GS
as is hourly.

0.9 0.99

4. Time parameters

l̂ min/max Range of possibilities for
talking

Assumed % of time available. 0,1 0,1
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APPENDIX F. PROOF OF PROPOSITIONS

F1. Proposition 1

For a bubble to occur, the three conditions in Definition V.1 must be met. In turn:

1) An overvaluation occurs: as in the Proposition, if an optimistic narrative begins,
then this will collect more talkers (I1,t+1 I1,t for some period) according to Equation 8.
This increases the weight in the price equation (Equation 7) on E1

t . Since at this time
no other narratives have started, and E1

t pt+1 > EL
t pt+1 by Equation 1, the definition

of θ̂ and θP1 is high as in the Proposition, then pt+ε >> pt for some duration ε i.e. the
definition of an overvaluation.

2) A crash occurs: from the Proposition, the second narrative is “sufficiently compet-
itive” implying that it is novel enough (a1,2 low enough) and spreadable enough
(β2, P F

2 high and low enough respectively) that narrative 1 is outcompeted. Through
similar logic to the overvaluation then, the weighting on this narrative increases
dragging the price down in Equation 7 such that it meets the definition of a crash in
Definition V.1.

3) Elevated trade volume: This feature is illustrated numerically in Figure I1. Trade
volume is defined in Equation I.2. Prior to the overvaluation, St, Ii,t are constant at 1
and 0 (∀i) respectively and thus voltradet = 0. During the overvaluation, and similarly
during the crash, optimal portfolios change between t and t+1 as the heterogeneous
beliefs differ from the actual price level altering optimal investment Equations 4.
Therefore, since trade volume is a weighted average of optimal portfolio differences,
the terms in this average are non-zero and positive as are absolute values. Thus it
is sufficient to show that at least one weight is non-zero. Which is clearly true as
for there to be talkers and with high θP1 as in the Proposition, then there will be at
least Ii,t > Ii,t+1 for some periods. Lastly, following the bubble, trade volume will
fall since there are permanently fewer susceptibles, so the scope for large changes in
the composition weights diminishes significantly, with only small numbers moving
between St and the various Ii,t values. �

F2. Proposition 2

Follows from simple solution to optimization problem in Equation A3. Taking U(.)

as a constant absolute risk aversion (CARA) utility function as stated in the main text,
omitting state variable arguments to value functions as shorthand, and assuming their
time constraint is non-binding, leads to the following:
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V L = max{xlt,{li,t}Mi=0}Et[−e
−γ(WL

t +xLt (pt+1−pt))] +H(lit)

+ δEt[
M∑
i=0

P I
i (li,t)V

I
i + (1−

M∑
i=0

P I
i (li,t))V

L]

Notice that V L, V I
i ∀i ∈ S depend on aggregate listening Li,t not the individual listening

choice li, t. Then solving gives:

li,t =
1

δP I
i
′(li,t)ELt [V L′ − V I

i
′]

Finally subbing in the assumed form of P I
i from the main text differentiated delivers

the result. �

F3. Proposition 3

I want to show that listening to pessimistic narratives is necessary for a crash to oc-
cur. A crash is defined as pt+ε < pt + φ for some ε and some threshold φ. Let’s or-
der existing narratives and their labels such that optimistic narratives are listed first i.e.
St = (1, ...,Mo,Mp, ...,M) so the first Mo narratives are optimistic where “optimistic”
implies the narrative has beliefs of high price realization greater than for the weighted
average at day t (θ̂j >

∑M
i=0 Ii,tθ̂i + (1 −

∑M
i=1 Ii,t)θ for narratives j < Mo). I show this in

the following steps:

1) For a crash there needs to be an increase in the number of Talkers for pessimistic
narratives. It is clear from Equation 7 that an increase in no. of talkers for pessimistic
narratives leads to a crash if sufficiently big (remember L̂t +

∑M
i=1 Ii,t = 1). This can

be seen by splitting Equation 7 into optimistic and pessimistic narratives ie.

pt =
Mo∑
i=0

Ei
t(pt+1)Ii,t +

M∑
i=Mp

Ei
t(pt+1)Ii,t + EL

t (pt+1)(1−
M∑
i=1

Ii,t)− ωγσ2

Therefore I just need to show that a crash cannot occur another way ie. through a
decrease in Talkers for optimistic narratives (first term of Equation; since by defini-
tion, optimistic price beliefs are higher than implied by the current price level) or an
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increase in Listeners (third term in Equation). Firstly, a drop in no. of Talkers to opti-
mistic narratives can happen in three ways: either through an increase in Talkers to
more pessimistic narratives (which is part of the condition so permissible), through
an increase in Talkers to another optimistic narrative (which would just lead the
price to weakly increase), or through an increase in Listeners which I address next.
Secondly I show that there cannot be an increase in Listeners:

• This cannot happen since the number of Talkers always reaches a steady state
where the number of Talkers that become Listeners equals those Listeners that
become Talkers. From the infection Equations 8 for a given time t we have the
following for Listener numbers to be rising:

L̂t+1 − L̂t = P F
1 I1,t + ...+ P F

MIM,t − P I
1,tL̂t − ...− P I

1,tL̂t > 0

⇒ P F
i Ii,t > P I

i,tL̂t for some i ∈ S

⇔ L̂tLi,t < (
P F
i

βiT I
)(

Ii,t
[A

˜
It]i

) for some i ∈ S

Where the last term is formed from expanding P I
i,t and states that aggregate lis-

tening (L̂tLi,t) must be less than a constant (first bracket of RHS; note as talkers
just talk to their budget constraint T I is a constant) multiplied by a term that
measures current relative novelty of i (note [Ap

˜
It]p represents row p of the Ad-

justed Infection Vector; if i is perfectly novel then [A
˜
It]i = a11I1,t+...+a1MIM,t =

Ii,t and the second bracket becomes 1).

I show that this condition cannot hold except for small deviations (a crash re-
quires a large rise in L̂t). I can restrict attention to the case of perfect novelty
([A

˜
It]i = Ii,t), since otherwise the second bracket will be below 1 and the condi-

tion will be even harder to satisfy. First remember that the Proposition assumes
that Li,t is decreasing in Ii,t (that as more people are already Talkers it becomes
less worthwhile to also become a Talker). For a given i note the following pos-
sibilities for Ii,t:

a) In this model infection begins near 0 (Ii,0 ≈ 0; note at this point PI i,t = 0

so Ii,t will stay at 0). Thus as an infection begins the opposite of the con-
dition above must hold, otherwise Ii remains at 0 and L̂ does not change.
If a small shock occurs (small shocks assumed in Proposition) and the con-
dition holds then L̂ quickly returns to L̂t and Ii to 0; not sufficient for a
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crash.

b) If Ii,t is rising (i.e. the opposite of the condition above holds) and suddenly
the condition switches to hold, then this must be because some other Ij has
increased (since the RHS is a constant). On net then L̂ will be falling from
Ij and Ii will rise, leading Li to rise until the condition holds with equality.
The only other way this could have happened is because of a small shock to
Ii, in which case L̂ quickly rises back to L̂t, the condition eventually holds
with equality and this change would be too small for a crash.

c) Finally, consider an Ii,t where it has risen through the above two stages
and so the condition does not hold as it has hit equality. Then I need to
show that this equality cannot switch to the above condition. Consider a
small deviation in L̂ so that the inequality above holds. Then by definition
L̂ will be rising (and Ii,t falling) and therefore the condition will return to
equality.

Thus, except for small deviations not sufficient to cause a crash, the number of
Listeners cannot rise. Therefore Listeners rising cannot cause a crash.

Thus for a crash there must be an increase in the number of Talkers to pessimistic
narratives.

2) For the number of Talkers to pessimistic narratives to increase, there must be an
increase in listening to Pessimistic narratives. For a given pessimistic narrative p,
from expanding Equation 8 we can develop a condition on the aggregate listening
needed to increase the number of Talkers. Note this condition is similar to that
derived earlier (has opposite, but not equal, inequality):

Ip,t+1 − Ip,t = P I
p,tL̂t − P F

p Ip,t > 0 ⇔ P I
p,tL̂t > P F

p Ip,t ⇔ Lp,tL̂t > (
P F
p

βpT I
)(

Ip,t
[A

˜
It]p

)

Thus if Ip,t = 0 and experiences a small shock, then an increase in listening may be
required.

The first shows that for a crash there needs to be more pessimistic Talkers, the second
shows that for an increase in pessimistic Talkers there must be sufficient pessimistic lis-
tening. Therefore for a crash to occur there must be sufficient pessimistic listening. �
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APPENDIX G. COMPARATIVE STATICS AND FIRST EMPIRICAL EXERCISE: EXTRA

CHARTS

G1. Comparative statics exercise: extra charts

Figure G1 shows additional information on the comparative statics shown in Section
V.A. As in Figure 3, the Figure demonstrates bubble outcomes at different points in the
parameter space of a narrative 2, after a hypothetical optimistic narrative 1 began 50 days
prior. Panel A illustrates how a hypothetical second narrative would be expected to im-
pact bubble outcomes. In the left chart of Panel A, two optimistic and similar narratives
reinforce each other and can increase the chance an overvaluation occurs or increase the
size of the overvaluation relative to the one narrative case (i.e. two such narratives in-
crease the chance the asset price rises over the threshold for an overvaluation in Defini-
tion V.1). In the right chart of Panel A, the two narratives (a) do not reinforce but instead
compete with each other, as they are very novel to each other; and (b) have largely dis-
agreeing beliefs on the bubble’s value and therefore create the conditions for volatility
where a crash may occur and therefore a true bubble (featuring an overvaluation and a
crash as per Definition V.1).

Panel B of the Figure then models the second narrative of the illustration in Panel A.
Panel B varies where narrative 2 falls in the illustration grid of Panel A (note the mod-
elling is restricted to below the x-axis in Panel A as these are more interesting). Each circle
represents a different simulation. Larger overvaluations are shown by the size of the cir-
cle in the Figure; larger crashes are shown by more reddish colors. The Figure shows that
indeed, as in the illustration, more novelty and more pessimism (negative optimism) cre-
ate bubbles (i.e. overvaluations and crashes; for example the lowest and left-most point
has both a large circle (large overvaluation) and a large crash (deep red color)). However,
note that the Figure shows important non-linearities as pessimism increases (as explained
in the main text).
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Figure G1. : Talking and listening can generate bubbles

Panel A: illustration of impact of narratives on bubble outcomes

Panel B: different narratives have different bubble outcomes

Notes: Parameter space of introducing a narrative infection 2, relative to an optimistic first narrative which occurred 50 days prior.
Panel A is an illustration of an overvaluation narrative space (left chart) and a crash narrative space (right chart). Panel B shows
actual simulations of this illustration with hypothetical simulations from the model. Horizontal axis: 0 represents totally novel
narrative 2 compared to narrative 1, with semantic similarity increasing along the axis. Vertical axis: 0 indicates a neutral position
(i.e. narrative 1 is optimistic and narrative 2 is neutral), with disagreement becoming larger moving down axis. Circle size: indicates
the size of the overvaluation at that point of the parameter space (measured as price growth between time 100 and 50). Circle color:
indicates crash size (measured as price at day 100/price at day 150), blue being no crash, red indicating a very large crash. Definition
V.1 describes how an overvaluation and a crash, among other things, are needed for a bubble to occur.
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G2. Empirical application: extra charts

This section shows some extra charts illustrating the Empirical Exercise from Section
V.B. Figure G2 shows the time series price paths for both User and LDA approaches
for both the Bitcoin bubble (left chart) and the Gamestop bubble (right chart). The LDA
price paths still meet the bubble definition in Definition V.1 but look a little low. In the
parameters described in Table E1 pH was selected for the User approach but may have
needed to be higher for the LDA approach to truly replicate the magnitude of the bubble.

Figure G2. : Model price versus data in User and LDA approaches

(a) Bitcoin 2017/18 (b) Gamestop 2020/21

Notes: left chart shows Bitcoin price in the data versus two modelled approaches with daily data. Right chart shows Gamestop price
in data versus two modelled approaches with hourly data (Gamestop bubble occurred very rapidly so is modelled hourly). For
Gamestop, price data is a combination of opening and close prices in data (9am open, 6pm close assumed for comparison between
price data and modelled). Data stops at hour 220 as becomes the weekend. However, I add a linear progression to the price that
opening on Monday 1st February at $316 and closing at $225, which appears in line with the modelled series shown.

G3. Robustness: simulations with listening utility coefficient > 0

As noted in Table E1, for ease of computation the coefficient on listening utility in the
Listener’s problem was set to 0. However, here I show that conclusions continue to hold
also for non-zero listening probability. Figure G3 shows one example run with a bubble
reaching a similar magnitude as the Bitcoin bubble case in the main text. The Figure also
shows the associated number of Talkers and probabilities. Note listen utility introduces
some volatility in the probability of infection series which increases computation time.
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Figure G3. : Example simulation with listening utility

Notes: Demonstrates that even with positive listen utility, main text’s conclusions continue to hold. The charts show the series that
result from a model simulation where coefficient on listen utility is set equal to 1 in the Listener maximization problem. Middle panel
shows resulting price series which climbs to a little over $20k from $3k as in case of Bitcoin. Left and rightmost charts show number
of talkers and probability of infection for each narrative respectively.
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APPENDIX H. ADDITIONAL TEXT VALIDATION EXERCISES

H1. Novelty measure validation

Following Vosoughi, Roy and Aral (2018), I use the National Research Council of Canada
emotional lexicon. An example of a small section of these words is shown in Table H1.
Note that the overall set of surprise words in the lexicon is 14,154 words. These have
been curated by linguistic practitioners to best represent the emotions in question and are
widely used in academic research.

Table H1—: First 45 ’surprise’ words from NRCC Emotional Lexicon

Example surprise words

aback aberration abomination
abacus abeyance aboriginal
abandon abhor abort
abandoned abhorrent abortion
abandonment abide abortive
abate ability abound
abatement abject abovementioned
abba ablation abrasion
abbot ablaze abroad
abbreviate abnormal abrogate
abbreviation aboard abrupt
abdomen abode abruptly
abdominal abolish abscess
abduction abolition absence
aberrant abominable absent

My surprise measure is identical to Vosoughi, Roy and Aral (2018). I count each Tweet’s
emotion words for all 8 NRCC emotions (anger, anticipation, disgust, fear, joy, sadness,
surprise and trust). I then sum these words that are present for each document. This to-
tal is then used to normalize the total surprise words in the document. So for example a
document with two surprise words will have a value equal to 1; a document with two sur-
prise words and two disgust words will have a value equal to 0.5. These document-level
surprise measures are then summed by day to create the measure shown. In this way,
the measure can be thought of as the number of Tweets worth of content that expresses
the emotion surprise. Finally, for ease of viewing, I apply a three day moving average to
smooth out extreme daily fluctuations.

H2. LDA comparisons: Traditional News vs Social Media
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FULL BREAKDOWN OF LDA TOPICS

Here I show a more detailed breakdown of each topic used in the topic-aggregated
charts in Section VI.C.
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Figure H1. : Homogenization in News Media versus Social Media - full topic breakdown

Panel A: Topics covered homogenize in News Media during major events

Notes: Chart replicates Nimark and Pitschner (2019) for Bitcoin data. Left axis shows the % daily distribution of Topics for each of 10
topics taken from a 10 Topic LDA model on the Traditional News dataset (standard hyperparameter fitting). The right axis shows the
Bitcoin price (black line, USD). Vertical lines show the beginning and end of various “explosive” price periods – “explosivity” is
measured with explosive unit root tests from the Econometrics literature (Phillips, Wu and Yu (2011)). Finally vertical line labels note
the price rise over the whole period average (Price) and the Market and Crypto Volatility topic’s rise over its average (“MCV Topic”).
These labels show the Topics “homogenize” during the bubble event – the MCV Topic rises to 159% of its average by the price peak.

Panel B: Topics covered do not homogenize in Social Media during major events

Notes: Chart runs same exercise as Panel B but on Social Media data with same chart elements. Now the left axis shows the daily
distribution of Topics for each Social Media topic. The topics do not homogenize in Social Media data. Importantly, percentages are
shown. In absolute terms Tweets increased substantially as the Bitcoin price rose, meaning that the bubble saw many topics receiving
a lot of Social Media coverage, in contrast to the Traditional News data.
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ROBUSTNESS OF LDA COMPARISONS

In this Section, I do extra testing to ensure that the LDA model trained on Social Media
data is comparable to the news LDA model results. This helps ensure that the conclusions
in Section VI.C are robust. Although I use the same methodology to train the LDA model
for both Traditional News and Social Media, these data differ in some ways that could
obstruct the comparisons shown. Therefore here I remove these differences to show that
even when the Social Media data is made more comparable on these dimensions, the
main conclusions of the main text continue to hold.

We may be concerned that Social Media has a lot more data than the Traditional News
data (there are many more Tweets on a given day than Traditional News articles), which
may lead to some differences in model training. In Figure H2 I take a random subset
of the Social Media data to have a more comparable number of documents. The Figure
shows that the Social Media LDA topics are still far more stable than the Traditional News
topics.

Another concern is that Social Media data has a different factor structure than Tradi-
tional News data. In particular it would be expected that Social Media may have more
topics, since it represents more users and more viewpoints. I test this by re-running the
analysis allowing for double the number of, that is 20, topics. Figure H3 shows that even
with more topics, the topic distribution is far more heterogenous than in the Traditional
News equivalent in the main text.

Final concerns include (a) Tweets each involve far fewer words than a newspaper arti-
cle and (b) the hyperparameter selection for the news LDA model may play some role.
Therefore I test (a) chunking Tweets together into 500 word documents and (b) using the
news hyperparameters instead of those fitted for the Social Media data. These are shown
in Figures H4 and H5 (note chunking makes the Topics very stable). Neither change con-
clusions from the main text.
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Figure H2. : Social Media homogenization with less data, random subset

Notes: Re-runs analysis in Section VI.C of the main text allowing but using a random smaller subset of roughly the same size as the
number of documents in the Traditional News dataset. Shows that conclusions are irrespective of document quantity.

Figure H3. : Social Media homogenization with more SM topics

Notes: Re-runs analysis in Section VI.C of the main text allowing for more topics. Shows that conclusions are irrespective of the
number of topics chosen for the analysis.
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Figure H4. : Social Media homogenization with 500 word chunks instead of short Tweets

Notes: Re-runs analysis in Section VI.C of the main text but using 500 word chunks similar to Traditional News articles rather than
much shorter Tweets. Shows that conclusions are irrespective of document size.

Figure H5. : Social Media homogenization with Traditonal News Hyperparameters

Notes: Re-runs analysis in Section VI.C of the main text allowing but using Traditional News LDA model hyperparamters. Shows
that conclusions are irrespective of the hyperparameters used for the analysis.
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APPENDIX I. TALK AND TRADE VOLUME

From the literature, it is a well-documented empirical fact about bubble events that they
feature high trade volume (Scheinkman and Xiong (2003), Brunnermeier (2017)). During
a bubble event there is significantly elevated buying and selling of the asset. Previous
bubble models have struggled to generate this empirical fact. Recently, Barberis et al.
(2018) show that an exogenous form of wavering included in their model can generate
trade volume.

Trade volume in my model happens as agents are continuously forgetting and relearn-
ing about narratives, and therefore adjusting their asset portfolios accordingly. Intuitively,
imagine that today I become infected by an optimistic narrative and so buy more of an
asset. Tomorrow I remain infected by the narrative and thus maintain my portfolio. How-
ever, the following day a new narrative about a different asset infects me and I thus shift
my portfolio towards this other asset away from the existing one. If a large portion of
investors are engaging in this forgetting and reinfection during a fast-spreading narrative
infection this can generate substantial trade volume. Similarly agents are switching what
they talk about a lot, since narrative infection implies a desire to talk about that narrative.
This therefore also generates what I call high “talk volume”.

In the data, I have U twitter users or Talkers, each labelled u, for each of t ∈ {1, .., T}. We
can then denote whether or not individual u is infected by narrative i on day t as ui,t = 1

and ui,t = 0 otherwise. This yields the following formula to measure talk volume in the
data, where the modulus term ensures that a 1 is recorded if a narrative infection occurs,
or if a narrative is forgotten in a given period.

DEFINITION I.1 (Talk volume (data)):

voltalk,datat =
M∑
i=1

∑
∀u∈{1,..,U}

|ui,t − ui,t−1|(I1)

Note this assumes that talk volume is measured based on daily infections of narrative
infection. Of course t could also measure hours or even minutes for higher frequency
analyses. This definition also assumes average talking is constant across time and so
can be normalized, consistent with the model assumptions. Finally, this definition has
embedded the assumption that it is only possible to infected by one narrative on a given
day.

As for the data, there are corresponding definitions of volume in the model. We can
also define Trade volume within the data. The model-based Definitions of Trade volume
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is below. The left term in the equation represents changes over time to asset portfolios
within groups, as well as changes over time in the size of these groups themselves. The
right term represents those that change group between periods and the implied change
in asset position that comes along with such a change in beliefs.

DEFINITION I.2 (Trade volume):

(I2) voltradet = (% St−1 to St) ∗ |xLt − xLt−1|+
M∑
i=1

(% Ii,t−1 to Ii,t) ∗ |xit − xit−1|︸ ︷︷ ︸
Changes to portfolio within groups

+
M∑
i=1

[
(% Ii,t−1 to St) ∗ |xLt − xit−1|+ (% St−1 to Ii,t) ∗ |xit−1 − xLt |

]
︸ ︷︷ ︸

Changes to portfolio those switching
from one group to other

There is also a Definition of “Talk volume” in the model, which corresponds to that
used in the data. Talk volume is defined as the total changes to the narratives agents are
talking about during a bubble. High talk volume will imply agents are switching what
they talk about a lot (i.e. changing their minds a lot), whereas low talk volume will imply
little change to the content of what agents are discussing. The following model based
definition for talk volume can be used, similar to that for trade volume.

DEFINITION I.3 (Talk volume):

(I3) voltalkt =
M∑
i=1

(% Ii,t−1 to Ii,t) ∗ |T it − T it−1|︸ ︷︷ ︸
Changes to talking within groups

+
M∑
i=1

[
(% Ii,t−1 to St) ∗ |0− T it−1|+ (% St−1 to Ii,t) ∗ |T it−1 − 0|

]
︸ ︷︷ ︸

Changes to portfolio those switching
from one group to other

Talk volume in the model and data are elevated during bubble episodes, similar to
with trade volume. The literature notes that Trade volume is elevated during bubbles. In
Figure I1, panel A, I show the same is true for Talk volume in the data. During bubble
episodes (in this case the 2017 Bitcoin bubble) talk volume (green line) is elevated. Figure
I1, Panel B, then demonstrates that the model features high talk and trade volume (green
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and grey lines respectively) during a hypothetical bubble (black line).

Figure I1. : Talk volume empirically is elevated during bubble episodes

Panel A: Talk volume empirically is elevated during bubble episodes

Panel B: Model talk and trade volume are elevated during bubble episodes

Notes: Panel A shows data from the Bitcoin bubble 2017, demonstrating that in the data “talk volume” is elevated. Panel B shows an
example simulated bubble in the model. In both panels price is in black, talk volume in green, and trade volume is also shown in
panel B in grey. In both the data and the model talk volume is elevated during the period of rapid price appreciation. Trade volume
is known to be elevated during bubble episodes in the data. Panel B shows that this empirical fact also occurs in the model.
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APPENDIX J. NO SOCIAL MEDIA COUNTERFACTUAL: EXTRA DETAILS

J1. Implementation of Bitcoin bubble without Social Media counterfactual

What would the Bitcoin price have looked like without Social Media? In this model,
Social Media is defined by its impact on the narrative space, as seen in Definition VI.1.
To “remove” Social Media, I replace the model calibration with Traditional News data in
place of the Social Media data, and then examine financial market outcomes. This is done
in the following steps:

1) I re-measure talking and the number of talkers for each narrative, but this time in
the Traditional News data using the procedure in Section IV.D.

2) I rerun the calibration using the number of Talkers recovered in the previous step
for each narrative. This allows me to recover the size parameters from Definition
VI.1, part 2.

3) Finally, I can simulate the model using the new parameters from above.

The above procedure only involves changes to the narrative space, not any changes to
market fundamentals. I can then compare financial market outcomes to the original Social
Media simulation or indeed the data itself.

As described in the main text, I have assumed that Social Media is “non-contractive”
(MTrad ⊆ MSM ). Some verification of this assumption is possible from the simulation
results and other evidence in this paper. First, Section VI.B shows that in the calibrated
Traditional News only simulation, some Social Media narratives never take off. This sug-
gests (A) at least some of the Traditional News media narratives are included in the Social
Media narratives. Second, to truly verify this assumption I would need to show that if
i ∈ MTM ⇒ i ∈ MSM . In Section VI.C, I show that (B) during the bubble Traditional
News topics homogenize, while the number of substantively covered Social Media topics
increases. Therefore if, as in (B), Traditional News homogenizes around a small set of
topics and we call this one narrative, i, and, as in (A), some of the Social Media narratives
do take off in the Traditional News data, then the Social Media narrative that takes off in
Traditional News must be i and so indeed if i ∈ MTM ⇒ i ∈ MSM i.e. MTrad ⊆ MSM .
More thorough comparisons of the content of Social Media and Traditional Media are left
to future research (as mentioned, some work has already begun to examine this e.g. Cagé,
Hervé and Viaud (2020)).

For interpretation, here the data are newspaper articles written by journalists. Therefore
the talkers recovered are journalists. Thus the assumption required to transform this
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into the broader population of market participants is that these agents talk to journalists
who then report what they have learnt from their conversations with market participants
through the Traditional News medium. Since the model uses population percentages,
the simple assumption is that if 10% of the population are talkers for narrative 1, then
these talkers will talk to journalists such that 10% of news coverage covers narrative 1.
This assumption may be reasonable on average and for less politicized topics such as
those in financial markets. However there is a growing body of research that addresses
media bias (Gentzkow and Shapiro (2006)). Listeners are then the same market participants
who are reading or observing Traditional Media and do not have access to a Social Media
method of information transmission.

J2. Bitcoin bubble without Social Media using LDA approach

In this section, I present some similar results using the LDA approach to recover the nar-
ratives. In particular Figure J2 shows the price paths for the Social Media (grey line) and
Traditional News (green line) simulations. The simulated bubble is smaller than the real
bubble, which may reflect a need to recalibrate some of the financial market parameters
for this simulation. Nevertheless, the main conclusions about Social versus Traditional
Media remain the same. In the Traditional News simulation the price peaks later and
does not feature a crash. Additionally here the Traditional Media simulation shows sub-
stantially less amplification relative to Social Media. The other Figures show more details
for this simulation.

Figure J1. : LDA approach: price in data, SM model and news model
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Figure J2. : LDA approach: speed mechanism in SM model and news model

Figure J3. : Data for user and LDA approaches: infections, news vs Social Media

J3. Description of alternative simulations

In this Section I describe the other simulations used to test the robustness of the main
conclusions in Table 4. I also show more details for some of the simulations. Across
the range of alternative simulations shown, Social Media reliably speeds up the bubble
time-to-peak and the Traditional Media simulations have overvaluations but no crashes.

The first two columns of the Table show results from the User and LDA approaches,
using the main parameterization of the paper. These simulations and their construction
have been discussed extensively throughout the paper.
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The third column of the Table runs the main simulation (User approach, other parame-
ters as specified in the text) but with the coefficient of risk aversion γ reduced to 0.1 from
0.2 in the Constant Absolute Risk Aversion utility function. As a result, as shown in the
Figure below, the price spikes much higher in the Social Media simulation. In the Tradi-
tional News simulation, the bubble does not peak in the time span simulated. It in fact
takes around 50 days longer to peak. As a result, the time to peak is substantially slower
in the Traditional News simulation, and there is more amplification with Social Media.

Figure J4. : Simulations extra data: lower risk aversion, Social Media

Figure J5. : Simulations extra data: lower risk aversion, Traditional News

The fourth column shows a lower high price realization, which fairly mechanically just
increases the price peak in both Social Media and Traditional News simulations. Column
5 reduces the optimism of the most optimistic narrative (thetaPi values go from -0.01, 0.27,
0.15 to -0.01, 0.1 and 0.15 for narratives 1 to 3 respectively). This reduces the size of the
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peak for both bubbles but much more so for the Traditional News model.

Figure J6. : Simulations extra data: lower optimism, Social Media

Figure J7. : Simulations extra data: lower optimism, Traditional News

The final column is an extreme scenario where novelty among narratives is reduced
substantially as a test for illustration (novelty between the two most different narratives
is reduced; novelty paramater goes from a23 = 0.215 to a23 = 0.1 which is a substantial
reduction). This leads to the unusual result that the peak in the news model is actu-
ally slightly larger than Social Media – the peak of the Traditional News bubble does not
change much, but is now larger than the Social Media simulation price peak. This occurs
because in the Social Media model the neutral narrative (“Crypto Tech”) competes more
against the other two optimistic narratives, causing a smaller peak in the Social Media
model as well as the larger eventual crash of 28% (the largest crash in the table). Since
this scenario features a fairly extreme parameterization of novelty that is far from the
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measurement in the data, these simulations are not representative of the real Bitcoin bub-
ble. Nevertheless the simulation is illustrative of the effect of increasing novelty in the
narrative environment. Also, even in this scenario, the Social Media simulation still has
an earlier price peak than the Traditional News simulation.

Figure J8. : Simulations extra data: more novelty, Social Media

Figure J9. : Simulations extra data: more novelty, Traditional News

In the Table, with Social Media time to bubble peak is always later, by 37-52 days in
the main two cases (generally larger in the alternative parameterizations as these cause
the bubbles to form much faster with Social Media). Amplification of the bubble with
Social Media versus with just Traditional News is more variable – Social Media appears
to provide some amplification however this result is contingent on the parameterization,
suggesting whether there is amplification depends on the exact market conditions. The
peak reduces in size slightly in the user approach while leading to an almost 50% lower
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peak using the LDA approach. Finally, with Social Media reliably there is a crash, whereas
with Traditional Media alone there is never a crash in any of the displayed parameteriza-
tions.


